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Read This First 

The IBA DataFurnace is a complex code designed to be a powerful tool for experienced analysts of Ion Beam 
Analysis data.  Its purpose is to extract depth profiles from IBA data and it is backed up by a substantial 
literature.  This manual shows you the details of how to access all of its innovative features.  (Note that 
DataFurnace is not designed to handle other types of IBA data, such as ion channelling for defect analysis.) 

Please follow the sequence:  a) Install (this should be self-evident, but refer to §2.2, §3 and the NDF Manual if 
necessary), b) Test on distributed data (refer to §2.3), c) Test on your data (follow §2.4 carefully), d) Read 
background papers "IBA-14.pdf" and “ review.pdf”  (on CD or on the website), e) Scan this manual quickly just 
to get an idea of its scope,  f) Do the examples in the manual,    g) Try and do something useful (referring in detail 
to this manual).  The purpose of b) is to check that all is well, and the purpose of c) is to check that you can read 
your data.  Please get back to us quickly if either of these is not the case.   

The purpose of a rapid scanning of the manual is to get an initial idea of its scope - DataFurnace has very many 
facilities.  Please do read the background paper: this is quite short, very informative, and this manual assumes 
that you understand it.  The review paper is a good scientific summary (but longer). 

DataFurnace is designed for rapid, detailed and accurate handling of large quantities of data, but it is a 
completely new type of code and will therefore initially look very unfamiliar to new users.  We have tried to find 
examples that illustrate correct (and incorrect) ways to handle data, so please do go through the detail of these 
examples in the manual.  It is likely that even experienced analysts will find some surprises. 

DataFurnace is a complex code that has large numbers of facilities.  We hope that many of these facilities are self 
evident in use at the very detailed level, and we have not documented in exhaustive detail.  This manual tries to 
explain how DataFurnace thinks: we hope you will find it more and more usable as you become familiar with its 
methods. 

The difference between v6.5 and v7.0 
V6.5 uses an NDF released 14/12/99. 

V7.0 uses an NDF released in October 2000.  This is not yet a final version.  The main changes are that Bohr and 
Chu straggling are implemented,  and that the user can supply densities which are used to calculate a linear depth 
scale.  There are also some algorithm changes,  notably that each Markov chain in the simulated annealing 
algorithm now starts with the best structure found in the previous Markov chain. 

Many of the output files have been modified to include the linear depth scale information. Most of them have 
also been modified to include informative headers.  The purpose is to make the files more readable to WiNDF to 
simplify its syntax.  We will then be able to make more generalised facilities available to you.  For details please 
see the NDF Manuals. 

This Manual is written with examples generated from WiNDF v6.5. 

WiNDF v7.0 implements the above changes in NDF and also implements the custom cooling option properly.  
The MCMC outputs can now also be displayed. 
 

Up-to-date versions of both WiNDF and NDF can be found on the website: 

http://www.ee.surrey.ac.uk/SCRIBA/ndf 
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Eighteen-year olds who used DataFurnace to analyse 
high dose Fe implants in Si 

 

Fe depth profiles were extracted from twelve samples, with two RBS spectra per sample at different 
scattering angles,  and where the Fe signal overlapped the Si signal (see data on Title page).  This was 
done and the report completed with minimal training in less than a day. 
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Preface 

The IBA DataFurnace is a computer program whose purpose is to extract depth profiles from Ion Beam 

Analysis data.  It is not a simulation program but a fitting program.  The depth profiles are obtained not by 

repeated manual simulations of the data by the analyst, but automatically by the program using a new algorithm.   

The code works for Rutherford and non-Rutherford elastic backscattering (RBS and EBS), elastic recoil 

detection (ERD) and nuclear reaction analysis (NRA).  A powerful feature is self-consistent fitting of multiple 

spectra from the same sample.  It implements a proper calculation of straggle with depth in various ways. An 

ad-hoc treatment of multiple and plural scattering allows data to be fitted closely.  A Bayesian code has been 

implemented to calculate error bars on profiles obtained.  Non-resonant NRA data are treated correctly and 

generally. 

This code is packaged as a Windows program to facilitate its use in routine analysis.  Spectral analysis 

tools have been incorporated in an integrated package.  The aim is to speed up spectral analysis so that sample 

analysis can be completed on-line: this is essential for timely results, or to reveal the need for further data with a 

different experimental configuration.   

The further aim of DataFurnace is to encourage the collection of large data sets, with multiple geometry 

or multiple detector (or both) sample analysis.  In the past this was effectively precluded by the time required to 

manually extract profiles from many spectra.  DataFurnace unlocks the power of IBA since it is now feasible to 

collect many spectra and analyse them immediately and automatically. 

This Manual is not completely self-contained.  It assumes knowledge of the accompanying paper and 

frequently refers to the separate NDF Manual (both of these are on the CD).  It also refers to the literature at some 

subtle points, and assumes that you will use the on-line help for some details. 

 

The authors of the IBA DataFurnace are N.P.Barradas1, C.Jeynes and R.P.Webb 

University of Surrey Ion Beam Centre, Guildford, GU2 7XH, England 

1 Now at: Instituto Tecnolgico e Nuclear, Sacavém, Portugal 

 

http://www.ee.surrey.ac.uk/SCRIBA/ndf/ 

Email:  c.jeynes@surrey.ac.uk 
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2. Getting Star ted 

2.1. Hardware Requirements 

DataFurnace is a memory hungry and computationally intensive code.  A fast PC is required with at least 
5Mbytes of RAM and at least 200Mbytes of free hard disc space. 

This code runs on Windows 95/98/2000, and NT. 

2.2. Initial Steps 

The name "WiNDF" is simply a DOS compatible contraction of "DataFurnace", and we use the two names 
interchangeably.  WiNDF can be run on Windows 95, Windows 98, Windows2000 and NT systems.  For more 
hardware information see details in §3 and the NDF Manual. 

Installation is automatic: simply launch the program on the CD.  If you are installing to NT you must be the 
System Administrator. 

Start WiNDF.EXE: the program icon will have been added to the startup program list. 

The CD does not install a licence file.  A demonstration licence is obtainable from us and enables a fully working 
WiNDF, but only for a limited time.  Licenced users will receive their licence file from us with which they 
simply replace the demo licence file.  WiNDF will not start without a valid licence file: please contact us 
immediately if you have problems at this stage. 

2.3. The distributed examples 
Execute the WiNDF "Batch/Open batch" command to open any batch file in the Demo directory on the CD.  
Then execute the WiNDF "Run/Run sample" command.  This should fail with an error message:  "can’ t open 
ndf.bat".  This is because the CD is a read only device. 

Use WiNDF to open the copy of the same batch file that was made to your hard disc (check the Properties: these 
files are probably still read only).  Now the same Run command should start a subsidiary program ("NDF.EXE") 
in a "DOS shell".  This program also needs a (the same) valid licence file:  again, please tell us immediately of 
problems at this stage. 

NDF.EXE is very memory hungry and may fail to start due to lack of space on your hard disc.  In this case you 
must reorganise your disc.  You need at least 200Mbytes free. 

2.4. Reading your own data 

The purpose of this section is only to help you to verify that WiNDF will actually work with your data, although 
it will also help a lot with initial familiarisation with the program.  It contains a series of instructions without 
other explanation.  These explanations will follow later in the manual.  Details of the spectral input formats 
supported by NDF are given explicitly in the NDF Manual. 

Put a set of your own data that you want to analyse into a separate directory.  (NDF creates a very large number 
of files.)  Treewalk to this directory by clicking on the Directory sub-window (in the WiNDF main window) and 
read in one of your data files using the "Spectra/Add spectra" command. 

Set the default format of the data files by using the "Setup/Defaults" command.  There are a number of file 
formats to choose from, including simple generic formats (such as 512 numbers in one column).  Our policy is to 
supply a format that accepts the data storage format of licenced users, if it is not already included.  Demo version 
users should have no difficulty in converting their data to some format that WiNDF recognises.  At this stage you 
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can ignore all default choices except which format to use. 

You should be able to display your data by using the "Spectra/Plot spectra" command.  If this does not succeed 
please check the syntax details of the WiNDF data formats in the NDF manual (on the CD), and check that your 
file does really conform to its nominal syntax.  WiNDF uses a fixed input format and is very sensitive to format 
errors (sorry). 

Create a geometry file by using the command "Setup/Geometries/New".  Accept the defaults offered for now 
and store to some name, say "name".  The new file "name.geo" will appear in the directory.  Use the command 
"Setup/Geometries/Add geometry" and select "name.geo".  (You might have to do this twice before name.geo 
appears on the list, a curious Visual Basic cacheing bug we can't yet find.)  (The extension ".geo" is added 
automatically to the filename.) 

Associate the data file with the geometry file by clicking on both and then clicking the "Associate" button.  The 
"Associate" and "Charge" sub-windows are now no longer empty.   

Create a "structure" file.  Use the "Setup/Structure/New" command.  A periodic table appears.  Select the 
elements that the data file contains (never mind if it is correct for now) and save to "name" (say).  The file 
"name.str" will appear in the directory and "name" will appear in the "Structure" sub-window.  (The extension 
".str" is added automatically to the filename.) 

Finally, it is necessary to create a "batch" file.  Note that there is an "Unsaved" marker in the banner of the 
WiNDF main window.  Use the "Batch/Save batch" command to save the batch file, to "name" (say).  The file 
"name.spc" appears in the directory and the "unsaved" marker changes to "name".  (The extension ".spc" is 
added automatically to the filename.)  Please look at this "name.spc" file with a simple text editor such as 
Notepad.   

Now execute the command "Run NDF/Run sample" again.  If the NDF program runs successfully then the data 
format is being read correctly.  If this does not succeed please check the syntax details of the data formats in the 
NDF manual (on the CD), and check that your data file does really conform to its nominal syntax.  NDF uses a 
fixed input format and is very sensitive to format errors.  WiNDF and NDF ought to use the same syntax, but the 
code modules are actually different so there may be bugs.  (If so, please let us know.) 

When you have succeeded in running NDF you have successfully "Got Started"!   Congratulations!   

It is most unlikely that NDF has given you anything but rubbish as yet.  To find out how to use WiNDF properly 
please continue reading this Manual.   

2.5. WiNDF, NDF and the DataFurnace 

WiNDF means "NDF with a Windows interface" and NDF means "Nuno's DataFurnace".  NDF is a Fortran code 
written by Nuno Barradas.  WiNDF is a graphical user interface to NDF written in Visual Basic by Roger Webb.  
IBA DataFurnace is the name of the package.  See further in Using the DataFurnace. 
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3. The IBA DataFurnace distr ibution CD  

3.1. Installation 

Execute NDFSETUP.EXE on the CD.   NT users must be the System Administrator to install the code. 

WiNDF can be uninstalled with the Windows Uninstall facility. 

3.2. The WiNDF and NDF directories 

The WiNDF.EXE executable is installed by default to the Program Files directory, with a WiNDF icon included 
in the startup programs list. 

The NDF.EXE executable is installed by default to a separate NDF directory, which also contains the licence file 
LICENSE.NDF the on-line help files and the help file STEPBYSTEP.TXT and the defaults file WINDF.INI. 

Upgrades are most likely to be to WiNDF.EXE but we may also distribute new versions of NDF.EXE. 

3.3. The NDF manual 

A full manual for NDF is supplied in addition to this Manual, which occasionally refers to it.  (This is in the 
Documents directory, not copied by the Installation.) 

3.4. The IBA-14 and Review papers 
The paper presented at the IBA-14 conference in Dresden (1999) is included.  This is a brief review of the 
DataFurnace and contains a description of its substantial achievements, with literature references. 

This Manual takes this paper as read.  (This is in the Documents directory, not copied by the Installation.) 

The Review paper is long and up to date (at September 2002).  It is to appear in J.PhysicsD as  Topical Review. 

3.5. Examples directories 

These directories contain all the examples described in this Manual. (They are not copied by the Installation.) 

3.6. Licence for use of DataFurnace 

The standard licence document can be found in the documents directory as licence.doc (not copied by the 
Installation).   

Briefly, WiNDF is licenced for use with data collected on a specified accelerator for academic and research 
purposes.  This is summarised in the sub-window opened by the "Help/About WiNDF" command.  Note that we 
have been very unrestrictive, allowing use for anyone's data from that accelerator, including research 
collaborators who may not be members of the specified institution.  Please contact us for a licence for 
commercial purposes. 

The date on the licence is for information only. 

3.7. SIGMACALC 

We intend to include A.F.Gurbich's SIGMACALC code which is a calculator of non-Rutherford cross-sections 
for any detector (scattering) angle.  This has its own documentation and will be licenced separately. 
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4. Using the DataFurnace  

In "Getting Started" you successfully ran WiNDF on some data of your own.  In this section we will show you 
how to get a reasonable fit to this data with WiNDF.  We will assume that it is RBS data: this is the simplest case. 

This section is central to the use of the DataFurnace and must be completely understood to make any progress. 

4.1. Overview  
The name "WiNDF" is a DOS compatible contraction of "DataFurnace", and we use the two names 
interchangeably.   The name "DataFurnace" is used because the algorithm is based on the simulated annealing 
algorithm.  The data is put, mathematically speaking, in an annealing furnace. 

WiNDF means "NDF with a Windows interface" and NDF means "Nuno's DataFurnace".  NDF is a complex 
Fortran program designed to extract depth profiles from IBA spectra.  It is still DOS compatible for historical 
reasons, and still insists on DOS compatible file names.  WiNDF runs on PCs with Windows or NT operating 
systems. 

WiNDF is designed for accurate analysis of large quantities of data, and therefore has some quite sophisticated 
data manipulation tools to facilitate access to the various functions of NDF.  Therefore WiNDF can be used as an 
advanced analytical environment by the analyst. 

NDF is a hybrid code involving spectral pre-processing, the simulated annealing algorithm, and a final local 
minimisation algorithm.  The purpose is to find an elemental depth profile that is consistent with the IBA data 
collected.  NDF can be used very simply, where all the internal structure is transparent to the user, or it can be 
used in much more sophisticated ways.  In this section we describe the simple usage. 

4.2. DataFurnace algorithm summary 
We should emphasise that WiNDF is a fitting program: you do not have to specify any sort of layer structure to 
extract the elemental depth profile.  This is why it is a radically new type of code: all the standard IBA codes are 
simulation codes which enable you to calculate the spectrum from a given layer structure. 

In the fitting process many test elemental depth profiles are generated, and a calculation is made of the 
chi-squared difference between the spectrum simulated from the current test profile and the real spectrum to be 
fitted.  Thus, for one fit many thousands of spectra may be simulated.  The algorithm is able to increase or reduce 
the number, stoichiometry and thicknesses of individual layers in the test profiles at will, completely 
independently of the analyst.   

In principle, the whole of state space is searched for the optimal solution with an arbitrary starting point selected 
automatically by the program.  DataFurnace implements a global optimisation algorithm where the chi-squared 
function is minimised.  In the last part of the fit the solution is assumed to be close to optimum and a local 
optimisation routine is used to find the optimum. 

Thus, DataFurnace can be viewed as a machine which repeatedly simulates the data, from a test structure (depth 
profile) that it intelligently modifies so as to improve the fit between the simulations and the data.  Of course it 
contains a simulator residing in the repeatedly executed core, but this is only a small part of the code. 

4.3. The sample 

You, the analyst, have a sample whose elemental depth profile you wish to determine.  You could take a single 
RBS spectrum from it.  At Surrey we usually collect at least two spectra for each sample from detectors mounted 
at two different scattering angles.  This has the advantage that no extra beam time is required.  You could collect 
spectra from the same sample with different beam energies, or different beam incident angles.  You could collect 



11 

RBS and ERD spectra from the same sample.  There are many possibilities.  Multiple spectra reduce the 
ambiguity of the data and are highly desirable in principle. 

WiNDF allows you to specify a series of spectra collected for the same sample: it will find an elemental depth 
profile consistent with all of this data simultaneously with no further effort on your part. 

So, the figure shows that in sample 3 of batch1.spc there are two spectra with geometry files Aa.geo and Bb.geo 
and a corresponding structure file fesi.str.  The two spectra were actually collected simultaneously:  the different 
charges are because the spectra had different counting rates and therefore different live times, and they also had 
somewhat different start and stop times.  We are using the Example shown on the Title page. 

 

4.4. The geometry  

Each spectrum has certain parameters associated with it.  These parameters are collected in the geometry file, so 
called since the beam incident or scattering geometries are often the easiest parameters to change when 
collecting multiple spectra for a sample. 

Please open the batch file you created when "Getting Started" (assuming that your data was RBS data).  The 
geometry file you created in that exercise had the correct file format.  Now edit it by double clicking on the name 
in the "Geometry" window, or by using the "Setup/Geometry/Edit" command.  You can put in the beam (e.g. 
1.5MeV 4He) and the beam incident and scattering angles.   

So-called "IBM" geometry is when the beam incident direction, the sample normal and the detector scattering 
direction are in the same plane. So-called "Cornell" geometry is when the plane defined by the beam incident 
direction and the sample normal is perpendicular to the plane defined by the detector scattering direction and the 
sample normal. (We have not yet implemented the general geometry with a separate azimuth and elevation for 
both beam incident and scattering directions.) 

The detector resolution is folded into the spectrum calculated for each simulation in the algorithm.  Usually the 
fit is not very sensitive to the precise value of this parameter. 

The solid angle is one of the critical parameters.  The charge.solid-angle product determines the total height of 
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the spectrum.  Because in all IBA spectra the scattering probability is strongly dependent on the atomic number 
Z (for RBS it is proportional to Z2), the average Z of the sample dominates the total number of counts in the 
spectrum.  DataFurnace will not find correct depth profiles if the charge.solid-angle product is not nearly correct.  
(In the local minimisation part of the fit the charge is tweaked a little for best fit.) 

It is also critical to get the electronics calibration correct.  The energy E of the scattered particle at the detector is 
assumed to be a linear function of the channel number C:  E = gC + o where the gain, g,  is in keV/channel and 
the offset,  o, is in keV.  (For those working in absolute units, that is, where the detected energy of the scattered 
particle is used, see the section on the detector pulse height defect.)  The energy to channel conversion function 
determines where the edges and peaks of the calculated spectra lie.  But it is these high contrast features of the 
spectrum that dominate the chi-squared function.  Therefore, again, DataFurnace will not find correct depth 
profiles if the gain and offset are not nearly correct.  (In the local minimisation part of the fit both g and o are 
tweaked a little for best fit.) 

Lastly, there is an opportunity to specify regions of interest of the spectrum.  The chi-squared function will only 
be calculated on data inside this region. 

Don't worry too much about the details of these parameters at this point, we will show later how to check them.  
Save the edited geometry file to the same name.  Notice that there is no  "Batch Unsaved" marker on the WiNDF 
banner.  This is because the batch file has not changed since although the contents of the .geo file has changed its 
name has not changed.  

 

4.5. Association 
We are anticipating that batches of samples will be analysed under similar conditions.  Then the same geometry 
file will be valid for the spectra from each of these samples.  WiNDF implements this assumption by separating 
the spectral data from the associated instrumental information in the geometry file and using the association 
function.  Simply select (click on) the spectrum and the geometry in the two WiNDF sub-windows and click on 
the associate button. 

The association can be broken by selecting it (highlighting it by clicking on it) and deleting (with the del key), or 
by deleting either the spectrum or geometry, or by using the "Spectra/Break association" command. 

Some file formats include information on the collected charge with the spectra.  In these cases association also 
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enters the charge.  Otherwise a default value (settable through the "Setup/Defaults" command) is inserted.  In 
any case the charge for any association can be changed manually either by double clicking on it or through the 
"Spectra/Change charge" command. 

Please note that the collected charge is a critical parameter.   The charge.solid-angle product determines the total 
height of the spectrum.  Because in all IBA spectra the scattering probability is strongly dependent on Z, the 
atomic number (for RBS it is proportional to Z2), the average Z of the sample dominates the total number of 
counts in the spectrum.  DataFurnace will not find correct depth profiles if the charge.solid-angle product is not 
nearly correct.  (In the local minimisation part of the fit the charge is tweaked a little for best fit.) 

4.6. The structure 

In principle, because the average Z of the sample dominates the total number of counts in the spectrum and 
surface stoichiometry of the sample typically determines the position of high contrast features of the spectrum, a 
single spectrum can often determine the sample structure remarkably unambiguously.  Therefore one can 

conceive fitting software that need be told nothing about the sample.  However, state space in this unconstrained 
case is absolutely gigantic.  For realistic computation times it is necessary to constrain state space.  This is what 
the structure file does. 
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We emphasise that each spectrum has one associated geometry file, but each sample (which may have several 
spectra) has one associated structure file. 

Because the DataFurnace is searching in all the state space not excluded by the structure file, a correct solution is 
often dependent on finding a suitable structure file.  Note that there are two possibilities: DataFurnace can find a 
good fit with an unacceptable structure (we show examples below), in this case the spectrum is ambiguous.  
Alternatively DataFurnace can fail to find a fit, in this case the state space is too large and has to be restricted. 

The simplest structure file merely specifies the elements that are present.  If you click on your structure filename 
the editor tool appears (see the figure) (you can also use the command "Setup/Structure/Edit structure").  You 
have already seen this previously, and selected the appropriate elements.  Now click on the "more" button and a 
sub-window appears (see the figure).  For each element you can control the minimum and maximum depth (in 
thin film units, see below) and the minimum and maximum concentrations. 

In specifying the structure file the analyst should be mindful of Occam's Razor: the principle that assumptions 
should not be multiplied beyond necessity.  It is easy to make the structure file very restrictive: this is a mistake, 
you should impose as few restrictions as you can get away with.  We suggest that you explore more complex 
structure file specifications in the context of the examples. 

The great virtue of the DataFurnace is that it is an excellent systematic tool to explore the validity of different 
sets of assumptions, as expressed in different structure files.  We will show some telling examples of this. 

4.7. The batch 

Extra samples can be added to the batch with the "Batch/Add extra sample" command.  This leaves the previous 
geometry and structure files, allowing you to simply add spectra and associate them with the appropriate 
geometry.  The modified batch can be saved with the "Batch/Save batch" command. 

There are normally at least two samples in every batch: the sample you are interested in and a calibration sample.  
It is also often useful to make a batch where each “sample” has the same spectra but with different conditions.   

4.8. Simulation and the ndf.prf file 

Now we reach a very important process. 

We have already pointed out that it is critical to give DataFurnace correct (or very nearly correct) parameters.  
Before trying to fit the data we should validate the parameters we have chosen.  To do this you simply simulate 
your calibration spectrum. 

Execute the command "Run NDF/Simulate sample".  It will ask you if you want to edit "ndf.prf".  You do.  It will 
then say that it can©t find "ndf.prf".  This is because you haven©t tried this before and it doesn©t exist.  Create it.  
The .prf extension is for "profile" files.  These are representations of layer structures where the layer structure 
format is: 

 Number of layers 
 Thickness (in thin film units: that is, units of 1015atoms/cm2), relative amounts of elements or 
molecules  as specified in the structure file, in the order of the structure file (that is, the list obtained 
by the  command "Setup/Structure/Edit structure/More" and clicking on the "Matrix Material" 
thumbwheel) 

So, for example, if the structure file specified Si and O (in that order) and we wanted to simulate 3nm silica 
(density 6.1022/cc) on 100nm silicon (density 5.1022/cc) the NDF.PRF file would be: 

 2 
 18 1 2 
 500 1 0 

The simulation will create one spectrum for this structure for each geometry file.  To see the result of the 
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simulation execute the command "View NDF/Data fit".   

If the yield is wrong you can either change the solid angle (in the geometry file) or the charge (in the batch file).  
Clearly the solid angle is not going to change in principle, so when the value is found it should stay fixed.  
However, the collected charge can fluctuate depending on how well the electron suppression is working.  This 
can be poor in some systems.  This is the reason that we have allowed the charge to be specified for each 
spectrum. 

If the energy calibration is wrong then you should use your calibration procedure more carefully to get better 
values.  It is not easy to get good enough values by trial and error. 

A more sophisticated approach is described in the examples. 

4.9. Fitting the data 
Now that the geometry file and the charge have been validated we can run NDF in earnest.  Execute "Run 
NDF/Run sample".  The analyst has now no influence on the result: the machine finds the best fit it can given the 
set parameters, which include the charge, the geometry file and the structure file.   

 

The figure above shows the DOS shell (or equivalent in NT) in which NDF runs,  the start of the run, and the 
spectrum of the structure that NDF selects to start its calculation. 

NDF makes comments during its execution.  This is because it can potentially take a very long time and it is 
important for the analyst to see what it is up to (you can use ^C to interrupt this fit at any time).  Most important 
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is the simulated annealing part where the temperature of each Markov chain is given together with the best chi 
squared value ("X2") found for that chain.  The chi-squared values are roughly normalised so that a perfect fit 
would give a chi-squared value of about unity.  Of course, with counting noise this best value should never be 
reached, and in practice values less than ten are generally excellent.  If the chi squared value does not fall sharply 
during the fit and the final value fails to fall below 100 or so then DataFurnace is not finding a solution.  In these 
circumstances you should check the parameters carefully.  If these are OK then you have to ask what it is that is 
confusing DataFurnace: read on to understand the sorts of approaches you can take.  The comments made by 
NDF are stored in the log file ("View NDF/View log").   

To see the result of the fit execute the command "View NDF/Data fit".  This can be executed while the fit is 
proceeding, so you can get an idea of how NDF thinks.  The figure below shows the end of the fit, with the 
spectrum of the final structure found.  Note that “exit code 0”  is a successful termination.  Non-zero error codes 
indicate a problem with the execution of NDF. 

 

When the fit is completed you can see the partial spectra for one spectrum by executing "File/Open separated 
spectra".  You will probably want to show only that spectrum:  use the “File/Open” command (see the figure 
below for the result of this).  There may be many spectra on the display at this point: you can tell which is which 
by playing with the display using "Options/Plot".  The list of elements for which partial spectra are calculated are 
as in the geometry editor window ("Setup/Geometry/Edit geometry/More" and the "Target atom" thumbwheel) 
(this is not the same as the structure file list when molecules are being used). 

The depth profile is displayed using "View NDF/Best structure". 

It is also important to look at the results file with "View NDF/View results".  Pay particular attention to the way 
NDF tweaks the charge and the energy calibration.  It is sometimes desirable to take a hint, adjust these 
parameters and rerun the fit for a better fit.  The resulting depth profile is at the end of the file.  This profile is also 
stored in the appropriate .PRF file (thus, if the results file is called NAM01.RES the profile is called 
NAM01.PRF).  You can take this file, change its name to NDF.PRF and put it directly back into the simulation if 
you wish. 

An important warning appears in the results file just before the depth profile if NDF was unable to obey your 
restrictions in the structure file (it is quite easy to inadvertently specify inconsistent restrictions).  In these cases 
you must modify the structure file and run NDF again: the results are unreliable. 
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If you have managed to fit your spectrum, congratulations!  In any case, you should work through the supplied 
examples to see a variety of approaches to data, and to explore the variety of WiNDF's features. 

The figure below shows the partial spectra for Afesib2 (labelled batf0301:  the 1st spectrum in the 3rd sample of 
batch batch1):  the Fe partial spectrum is in thick dark green, the Si partial spectrum is in thick light green and the 
O partial spectrum is very small and in thick red.  Clearly the O is at the limit of detection.  The ªPlot File 
Detailsº sub-window is opened by the ªOptions/Plotº command. 

 

4.10. DataFurnace output file naming conventions 

NDF has a very large number of automatically named output files which make all aspects of the calculation 
available to the analyst.  The naming conventions and syntax are listed and described in detail in the NDF 
Manual.  The files themselves are Ascii: they are not encoded in any way.  This makes it easy for the analyst to 
import them into other graphics packages or spreadsheets as required. 

Briefly, output filenames are constructed from the first two or three letters of the batch filename, followed by the 
sample number, the spectrum number and then (for partial spectra) the element number. 
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5. Examples  

We give eight different examples of the use of DataFurnace in a wide variety of circumstances.  The data that we 
show are included on the CD:  you should be able to reproduce these figures yourself, and we urge you to do so.  
We repeat that DataFurnace is a very powerful and general code quite unlike traditional simulation codes widely 
used in the IBA community,  and until you try these examples for yourself you will not really appreciate the sorts 
of things that DataFurnace is designed for. 

5.1. Calibration 

This example shows how to use the local minimisation function in DataFurnace to get a very precise energy 
calibration.  It also illustrates limitations of the present simulated annealing algorithm: some spectra very easy to 
treat by hand are difficult to solve by simulated annealing. 

This example has the batch file name: cal.spc and is a fit for the calibration sample used at Surrey, an oxidised Si 
wafer with extremely thin layers of Ni and Au.   For this sample we know far more about the sample than can be 
determined by standard RBS since the metal layers are much thinner than the RBS depth resolution and we are 
pretty sure that all the layers are pure.  We only want to know the layer thicknesses and the precise energy 
calibration of the system.  Because the layers are thin we can use a simple 4 point linear regression to obtain the 
approximate energy calibration (using Excel or similar), and then we will use local minimisation to get the best 
fit to the data. 
 
The structure file used was aunisi.str 
20     Minimum Layer thickness (in thin film units) 
 4     Number of elements 
Si 
 0  0     Minimum and Maximum depth at which Si may be found (in thin film units) 
 s    Si is specified as the substrate:  that is, a thick pure bottom layer in the structure  
O 
 0  5000  
 0  1     Minimum and Maximum concentrations permitted for O 
Ni 
 0  1000  
 0  1  
Au 
 0  1000  
0  1 

 
The geometry files used were: Aa.geo and Ba.geo.  We show Aa.geo here:  the other file is similar: 
 
Aa.geo 
1     Surrey data format 
 120  440    RoI (region of interest) 
3He 3He    3He incident and detected beam (ie, 3He RBS) 
 1000     1000 keV 
 12  
ibm 
 0  167     beam incident angle of 0°;  backscattering angle of 167° 
 5.54     solid angle (milli-steradians) 
 2.177  30   2.177 keV/channel,  30 keV zero offset 
pile 1.2e-6   Pile up parameter (system time resolution of 1.2 microseconds) 
 
 



19 

 
The figure shows the result of an ultrafast fit (log scale).  Note that the pulse pileup is accounted for very well.  
The result is in the cal01.res file,  and note that the metal layers determined are not pure and the oxide is not 
stoichiometric.  Note also that energy calibration is not changed by much, but the charge is changed 
significantly: 
 
The IBA Data Furnace v7.1c 14Dec99: Nunon Tietojen Sulatusuuni 28/10/2000 13:10:19 
 
Any public outcome using these results must quote 
N.P. Barradas, C. Jeynes, R.P. Webb, Appl. Phys. Lett. 71 (1997) 291. 
   
Batch cal.spc      structure aunisi.str  | The data switches were: 
  Isotopic distribution was used. 
  Data was not smoothed. 
 
File: acal1       : raw XRBS. Geometry file aa.geo       
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:   1000 keV 3He   ROI=  120- 440 
IBM geometry: angle of incidence =    0.00, scattering angle =  167.00 
E =  2.1783 ch +  29.68, Charge =  3.354 uC,  Omega =  5.540 msr 
Partial chisquared 0.9607E+02 
 
File: bcal1       : raw XRBS. Geometry file ba.geo       
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:   1000 keV 3He   ROI=  100- 400 
IBM geometry: angle of incidence =    0.00, scattering angle =  134.50 
E =  2.3028 ch +  38.81, Charge =  3.683 uC,  Omega =  4.706 msr 
Partial chisquared 0.2704E+02 
 
The simulated annealing parameters were: 
  Ultra fast cooling: T0 =0.1501E+04, Tf =0.1621E-02, Cooling factor:0.501 
  Maximum number of functions proposed at each T:   273 
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The fit assigned  4 layers. The composition was: 
 
Layer t (at/cm2)  t (nm)   Si       O        Ni       Au       
   1     37.52      5.60    0.0000   0.0001  24.6722  75.3278 
   2     70.97     12.23   23.9278  47.9260  27.5786   0.5676 
   3   1454.31    320.91   34.0513  65.9487   0.0000   0.0000 
   4  29139.74   5854.88  100.0000   0.0000   0.0000   0.0000 
 
   Total amount (at/cm2):0.297E+05 0.993E+03 0.288E+02 0.287E+02 
 

The next sample in the batch has a different structure file.  In this one we insist that all layers are pure with the 
ªdº option (referring to the delta function: 0 or 1), and we tell NDF in which order they come: 
aunisi2.str 
20  
 4  
Si 
 2000  30000    excluding the substrate from the oxide 
 s 
Si 1 O 2    use the molecule to insist on correct stoichiometry 
 500  5000    exclude the oxide from the surface 
 d    insist on pure oxide 
Ni 
 20  200    exlude Ni from true surface 
 d     insist on pure metal 
Au 
 0  200  
 d    insist on pure metal 
 

The result is interesting:  NDF fails to find the Ni layer.  Now in these circumstances we do not run NDF at a 
slower speed, we look for what has gone wrong first! 

The reason is that the structure file is inconsistent.  Here is the last part of the results file,  and note the warning 
ªWARNING: Fit did not respect the depth and concentration range constraintsº: 
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The fit assigned  5 layers. The composition was: 
 
WARNING: Fit did not respect the depth and concentration range constraints 
Layer t (at/cm2)  t (nm)   Si       Si1O2    Ni       Au       
   1     21.74      4.80    0.0000 100.0000   0.0000   0.0000 
   2     27.85      4.72    0.0000   0.0000   0.0000 100.0000 
   3    451.19     99.67    0.0000 100.0000   0.0000   0.0000 
   4   1500.02    331.35    0.0000 100.0000   0.0000   0.0000 
   5  27737.87   5573.21  100.0000   0.0000   0.0000   0.0000 
 
   Total amount (at/cm2):0.277E+050.197E+040.000E+000.278E+02 
 

Looking at the structure file again you can see that nothing  is allowed to be between 200 and 500 thin film units!  
Of course, NDF does not know what to do.  In these cases it almost invariably does something stupid.   

Correcting this problem we get the following fit.  Clearly the oxide layer is far too thick, but we have excluded 
the Si substrate from the first 2000 thin film units where the oxide layer is actually thinner.   

 

Correcting this problem (sample 3 and structure file aunisi3.str) we get a good fit with results file: 

 
The IBA Data Furnace v7.1c 14Dec99: Nunon Tietojen Sulatusuuni 28/10/2000 14:25:04 
 
Any public outcome using these results must quote 
N.P. Barradas, C. Jeynes, R.P. Webb, Appl. Phys. Lett. 71 (1997) 291. 
   
Batch cal.spc      structure aunisi3.str | The data switches were: 
  Isotopic distribution was used. 
  Data was not smoothed. 
 
File: acal1       : raw XRBS. Geometry file aa.geo       
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:   1000 keV 3He   ROI=  120- 440 
IBM geometry: angle of incidence =    0.00, scattering angle =  167.00 
E =  2.1793 ch +  30.12, Charge =  3.357 uC,  Omega =  5.540 msr 
Partial chisquared 0.6468E+02 
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File: bcal1       : raw XRBS. Geometry file ba.geo       
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:   1000 keV 3He   ROI=  100- 400 
IBM geometry: angle of incidence =    0.00, scattering angle =  134.50 
E =  2.3036 ch +  39.34, Charge =  3.664 uC,  Omega =  4.706 msr 
Partial chisquared 0.4667E+02 
 
The simulated annealing parameters were: 
  Ultra fast cooling: T0 =0.5950E+04, Tf =0.1820E-01, Cooling factor:0.501 
  Maximum number of functions proposed at each T:   273 
 
The fit assigned  4 layers. The composition was: 
 
Layer t (at/cm2)  t (nm)   Si       Si1O2    Ni       Au       
   1     28.12      4.76    0.0000   0.0000   0.0000 100.0000 
   2     26.23      2.87    0.0000   0.0000 100.0000   0.0000 
   3   1505.25    332.50    0.0000 100.0000   0.0000   0.0000 
   4  20036.14   4025.75  100.0000   0.0000   0.0000   0.0000 
 
   Total amount (at/cm2):0.200E+05 0.151E+04 0.262E+02 0.281E+02 

 

Now we have had to go to a lot of trouble telling NDF what we knew about the sample, with the result that the 
structure found is qualitatively correct as well as giving an excellent fit.  Why not simply start with the correct 
layer structure in the first place?   

You can do this easily with WiNDF.  We get a good fit using sample 4 and the commands 
ªSetup/NDF/Setup/Local Min onlyº and ªRun NDF/Run sampleº and using the NDF.PRF file: 
4    4 layers  
20  0 0 0 1   1st layer 20 thin film units thick with molecular proportions given 
20  0 0 1 0    the molecules are in the order specified in the structure file 
1500  0 1 0 0 
15000  1 0 0 0  
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with a structure given in the results file: 

 
The IBA Data Furnace v7.1c 14Dec99: Nunon Tietojen Sulatusuuni 28/10/2000 14:35:14 
 
Any public outcome using these results must quote 
N.P. Barradas, C. Jeynes, R.P. Webb, Appl. Phys. Lett. 71 (1997) 291. 
   
Batch cal.spc      structure aunisi3.str | The data switches were: 
  Isotopic distribution was used. 
  Data was not smoothed. 
 
File: acal1       : raw XRBS. Geometry file aa.geo       
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:   1000 keV 3He   ROI=  120- 440 
IBM geometry: angle of incidence =    0.00, scattering angle =  167.00 
E =  2.1793 ch +  30.11, Charge =  3.352 uC,  Omega =  5.540 msr 
Partial chisquared 0.6312E+02 
 
File: bcal1       : raw XRBS. Geometry file ba.geo       
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:   1000 keV 3He   ROI=  100- 400 
IBM geometry: angle of incidence =    0.00, scattering angle =  134.50 
E =  2.3047 ch +  38.89, Charge =  3.659 uC,  Omega =  4.706 msr 
Partial chisquared 0.4597E+02 
 
Local search optimisation only     NOTE:  local minimisation, no simulated annealing! 
 
The fit assigned  4 layers. The composition was: 
 
Layer t (at/cm2)  t (nm)   Si       Si1O2    Ni       Au       
   1     28.18      4.77    0.0000   0.0000   0.0000 100.0000 
   2     26.25      2.88    0.0000   0.0000 100.0000   0.0000 
   3   1505.37    332.53    0.0000 100.0000   0.0000   0.0000 
   4  14025.99   2818.16  100.0000   0.0000   0.0000   0.0000 
 
   Total amount (at/cm2):0.140E+05 0.151E+04 0.262E+02 0.282E+02 
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The local minimisation adjusts the charge to fit the spectral height correctly.  This mirrors what analysts do:  
given a known sample the spectrum itself determines the charge.solid-angle product.  But the calibration sample 
is supposed to calibrate this product as well as the electronics gain.  Therefore, assuming that the charge is 
collected accurately,  this spectrum determines the solid angle. 

Sample 5 shows the result with the same gain as before but a corrected solid angle value for both detectors and a 
result: 
The IBA Data Furnace v7.1c 14Dec99: Nunon Tietojen Sulatusuuni 28/10/2000 14:55:34 
 
Any public outcome using these results must quote 
N.P. Barradas, C. Jeynes, R.P. Webb, Appl. Phys. Lett. 71 (1997) 291. 
   
Batch cal.spc      structure aunisi3.str | The data switches were: 
  Isotopic distribution was used. 
  Data was not smoothed. 
 
File: acal1       : raw XRBS. Geometry file aa1.geo      
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:   1000 keV 3He   ROI=  120- 440 
IBM geometry: angle of incidence =    0.00, scattering angle =  167.00 
E =  2.1792 ch +  30.11, Charge =  3.490 uC,  Omega =  5.307 msr 
Partial chisquared 0.6325E+02 
 
File: bcal1       : raw XRBS. Geometry file ba1.geo      
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:   1000 keV 3He   ROI=  100- 400 
IBM geometry: angle of incidence =    0.00, scattering angle =  134.50 
E =  2.3043 ch +  39.01, Charge =  3.822 uC,  Omega =  4.492 msr 
Partial chisquared 0.4556E+02 
 
Local search optimisation only 
 
The fit assigned  4 layers. The composition was: 
 
Layer t (at/cm2)  t (nm)   Si       Si1O2    Ni       Au       
   1     28.36      4.80    0.0000   0.0000   0.0000 100.0000 
   2     26.39      2.89    0.0000   0.0000 100.0000   0.0000 
   3   1505.45    332.55    0.0000 100.0000   0.0000   0.0000 
   4  15195.10   3053.06  100.0000   0.0000   0.0000   0.0000 
 
   Total amount (at/cm2): 0.152E+05 0.151E+04 0.264E+02  0.284E+02 
 

Now the charge has changed by about 0.3% for both detectors.  This is well within charge collection accuracy. 
The energy calibration has changed a little:  to see how precisely this is determined we again modify the 
geometry files by supplying the new values. 

Sample 6 recalculates using the new values of gain and offset.  The result is extremely close to the previous one.  
This suggests that DataFurnace can be used to effect very precise energy calibrations: 

 
The IBA Data Furnace v7.1c 14Dec99: Nunon Tietojen Sulatusuuni 28/10/2000 15:41:18 
 
Any public outcome using these results must quote 
N.P. Barradas, C. Jeynes, R.P. Webb, Appl. Phys. Lett. 71 (1997) 291. 
   
Batch cal.spc      structure aunisi3.str | The data switches were: 
  Isotopic distribution was used. 
  Data was not smoothed. 
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File: acal1       : raw XRBS. Geometry file aa2.geo      
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:   1000 keV 3He   ROI=  120- 440 
IBM geometry: angle of incidence =    0.00, scattering angle =  167.00 
E =  2.1792 ch +  30.12, Charge =  3.492 uC,  Omega =  5.307 msr 
Partial chisquared 0.6303E+02 
 
File: bcal1       : raw XRBS. Geometry file ba2.geo      
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:   1000 keV 3He   ROI=  100- 400 
IBM geometry: angle of incidence =    0.00, scattering angle =  134.50 
E =  2.3045 ch +  38.97, Charge =  3.823 uC,  Omega =  4.492 msr 
Partial chisquared 0.4651E+02 
 
Local search optimisation only 
 
The fit assigned  4 layers. The composition was: 
 
Layer t (at/cm2)  t (nm)   Si       Si1O2    Ni       Au       
   1     28.34      4.80    0.0000   0.0000   0.0000 100.0000 
   2     26.34      2.89    0.0000   0.0000 100.0000   0.0000 
   3   1506.37    332.75    0.0000 100.0000   0.0000   0.0000 
   4  15956.20   3205.99  100.0000   0.0000   0.0000   0.0000 
 
   Total amount (at/cm2):0.160E+05 0.151E+04 0.263E+02 0.283E+02 

 

5.2. RBS of Implant Profiles 

This is a straightforward example of a batch of implanted and annealed samples analysed in a double detector 
system.  The signal from the implant profile overlaps the substrate signal, and the spectra are notoriously hard to 
analyse by hand.  But simulated annealing easily solves this case.  We have already pointed out that school 
leavers handled this data:  you will see that it is actually trivially easy. 

This example is the one shown on the Title page and has the batch file name: Crest.spc and contains 3He RBS 
data of Fe ion beam synthesis (high dose) implants into silicon using two detectors simultaneously.  The 3He 
beam was used as a scheduling convenience:  it is not an optimum beam for these samples.  However,  the 
required results are readily available. 

Opening this batch file we can see that there are 12 samples, plus a calibration sample. As in the last Example,  
two detectors are used: detector A and detector B.  There are therefore two spectra for each sample. 

In this case the structure file is very simple:  we have only specified the elements present (Si, Fe, O) and 
specified that the oxygen was restricted to the near surface region (since it comes from the annealing furnace). 
As in the last Example,  Si is selected as the substrate.  
Fesi.str 
30                              The minimum layer thickness was chosen as 30 thin film units since implant profiles are continuous 
 3                                Three elements, Fe, Si and O. 
Fe 
 0  0                            
 0  1  
Si                      
 0  0                            
 s                                 The ªsº stands for substrate 
O 
 0  500    O is restricted to the near surface region 
0 1 
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NDF has already been run for these examples.  To look at the results for the first sample fesia2: use the command 
ªView NDFº. 

The menu has the items ªData Fitº, ªBest Structureº, ªProfilesº, ªView Resultsº and ªView Logº  We will 
describe these in turn. 

The Data Fit display shows: 
 

This shows a good fit for the two detectors.  The red points are the data points for the A detector and the green 
line is the fit. The blue line joins the data points for the B detector and the pink line is the fit. 

We can look at the fit for the two detectors separately using ªFile/Openº then selecting the files.  

The separated spectra or partial spectra for the individual element spectra can also be viewed (see last section). 
This is very helpful when looking at which feature of the spectra corresponds to which element. To do this select 
ªFile/Open Separated Spectraº and the file you want them for.  

To change the plots, use ªOptions/ plotº. This is useful in turning off some of the spectra displays and changing 
the colours etc (shown in previous section). 

The Results file is: 
 
The IBA Data Furnace v6.4x: Nunon Tietojen Sulatusuuni 27/07/1999 05:16:47 
 
Any public outcome using these results must quote 
N.P. Barradas, C. Jeynes, R.P. Webb, Appl. Phys. Lett. 71 (1997) 291. 
   
Batch ba2tch.spc   structure fesi.str    | The data switches were: 
  Isotopic distribution was used. 
  Data was not smoothed. Squeakie output was not normalised. 
 
File: Afesib2     : raw XRBS. Geometry file Aa.geo       
Compressed to 512 channels, pileup correction factor  .1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:  1000 keV 3He   ROI=  120- 440 
IBM geometry: angle of incidence =     .00, scattering angle =  167.00 
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E =  2.1791 ch +  29.98, Charge =  7.417 uC,  Omega =  5.540 msr 
Partial chisquared  .9485E+01 
 
File: Bfesib2     : raw XRBS. Geometry file Ba.geo       
Compressed to 512 channels, pileup correction factor  .1200E-05 
Detector FWHM   12.00 keV was convoluted with fitted spectrum. 
RBS:  1000 keV 3He   ROI=  100- 400 
IBM geometry: angle of incidence =     .00, scattering angle =  134.50 
E =  2.3075 ch +  38.69, Charge =  8.026 uC,  Omega =  4.706 msr 
Partial chisquared  .1547E+02 
 
The simulated annealing parameters were: 
  Ultra fast cooling: T0 = .1798E+04, Tf = .2801E-01, Cooling factor: .501 
  Maximum number of functions proposed at each T:  161 
 
The fit assigned  8 layers. The composition was: 
 
Layer t (at/cm2)  t (nm)   Fe       Si       O        
   1    113.35     22.78    1.1504  92.6378   6.2118 
   2    266.32     51.12    6.6455  93.3233    .0312 
   3    144.26     26.77   11.7329  88.2671    .0000 
   4    137.78     24.96   15.4855  84.5145    .0000 
   5    286.08     49.53   22.8031  77.1969    .0000 
   6    252.58     46.41   13.2752  86.7248    .0000 
   7    315.30     61.31    4.7356  95.2644    .0000 
   8  22002.67   4420.87     .0000 100.0000    .0000 
 
   Total amount (at/cm2): .171E+03 .233E+05 .712E+01 
 

The Best Structure display shows clearly the implanted Fe.  This is the result of the fit.  The depth scale is a real 
depth scale:  note that for such a sample the density will be a function of composition which is not necessarily 
known,  and therefore these data plotted on a linear scale must include assumptions about density.  The plot that 
is given includes no assumptions.  Note also that the structure given is consistent with the data (to the extent that 
the spectra calculated from it fits the data).  Clearly there are many other equivalent profiles.   

 

In many cases a more realistic structure is given by the ªProfilesº display (but see the discussion in §8.16 below).  
This gives: 
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Note that 100 atomic % is exceeded deep in the sample.  This is an artefact of the calculation and is because the 
forward model underestimates the low energy yield.  (See the further discussion in §8.16.)  Note, more 
importantly,  that a profile is obtained separately for each detector.  Clearly these should match, to measurement 
error.  Lastly,  note that the profile extends to negative x-axis values:  it extends above the surface.  This is a 
mathematical artefact of the finite energy resolution of the system since each point is calculated from the 
appropriate channel of the spectrum. 

The log file records the calculation output to the NDF shell during execution of NDF: 
 
 Starting time: 12:51:36 
 T = .990E+04  X2 = .243E+05  Best = .243E+05  var = 1.00 T is the analogous ªtemperatureº of simulated annealing 
 T = .495E+04  X2 = .394E+04  Best = .160E+04  var = 0.80 Each line records a value for a separate Markov chain 
 T = .231E+04  X2 = .173E+04  Best = .160E+04  var = 0.92  
 T = .116E+04  X2 = .177E+04  Best = .109E+04  var = 0.92 
 T = .580E+03  X2 = .122E+04  Best = .754E+03  var = 1.00 
 T = .290E+03  X2 = .105E+04  Best = .534E+03  var = 0.76 
 T = .145E+03  X2 = .977E+03  Best = .534E+03  var = 0.72 X2 is the chi squared value for the current accepted state 
 T = .728E+02  X2 = .622E+03  Best = .534E+03  var = 0.86 ªBestº  is the best X2 value in this chain 
 T = .364E+02  X2 = .671E+03  Best = .500E+03  var = 0.80 
 T = .182E+02  X2 = .417E+03  Best = .417E+03  var = 0.56 
 T = .852E+01  X2 = .264E+03  Best = .256E+03  var = 0.35 
 T = .398E+01  X2 = .142E+03  Best = .137E+03  var = 0.29 
 T = .998E+00  X2 = .106E+03  Best = .106E+03  var = 0.22 ªvarº is an undocumented simulated annealing parameter  
 T = .250E+00  X2 = .918E+02  Best = .918E+02  var = 0.18 
 T = .627E-01  X2 = .678E+02  Best = .678E+02  var = 0.18 
 T = .157E-01  X2 = .626E+02  Best = .626E+02  var = 0.11 
 T = .394E-02  X2 = .600E+02  Best = .600E+02  var = 0.06 
 T = .987E-03  X2 = .507E+02  Best = .507E+02  var = 0.04 
 T = .247E-03  X2 = .372E+02  Best = .372E+02  var = 0.04 
 T = .620E-04  X2 = .321E+02  Best = .321E+02  var = 0.02 
 T = .155E-04  X2 = .305E+02  Best = .305E+02  var = 0.01 
 T = .678E-05  X2 = .282E+02  Best = .282E+02  var = 0.01 
 T = .170E-05  X2 = .260E+02  Best = .260E+02  var = 0.01 
 T = .426E-06  X2 = .246E+02  Best = .246E+02  var = 0.00 
 T = .107E-06  X2 = .242E+02  Best = .242E+02  var = 0.00 
 T = .268E-07  X2 = .237E+02  Best = .237E+02  var = 0.00 
 X2 = .192E+02      This is where the algorithm switches to local minimisation 
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 X2 = .177E+02 
 X2 = .166E+02 
 X2 = .159E+02 
 X2 = .155E+02 
 X2 = .152E+02 
 X2 = .151E+02 
 Ending   time: 12:52: 9     Therefore this fit took 36 secs. 

 

Now that you have looked over the data and appreciated it,  you can run the whole batch in a few minutes.  The 
resulting profiles are obviously rather coarse:  the whole batch can be run (overnight, for example) in a few hours 
(around 20 mins per sample) at the ªultra-slowº speed where the quality of the fit is much improved.  This is a 
substantial calculation time but involves only two keystrokes and two mouse clicks. 

The beauty of the method is that the same geometry files are valid for the whole data set,  and the same structure 
file is valid for all the samples.  Therefore the main work after collecting and calibrating the data is in 
constructing the batch file. 

5.3. RBS of Ion Exchanged Polymers 

 
This is an interesting example where the spectra are easily solved by DataFurnace but where different 
assumptions about the sample give different answers, that is, the spectra are ambiguous.  In this case 
DataFurnace can be used as a powerful analytical tool to explore different scientific arguments, and also to 



30 

explore the range of interpretations the data can support. 

Moreover, in this example hydrogen is present - invisible to RBS of course - and we treat it correctly by 
incorporating it into molecules, and asking DataFurnace for the molecular depth profile rather than the elemental 
depth profile.  This is a far-reaching analytical facility allowing us to solve many important problems. 

Again, this is a large set of 28 samples (21 different ones) which have been fitted as a batch at ªultra-fastº speed 
in less than 20 minutes.  The fits are quite good even though the speed is very high. 

The Figure above shows sample #14 (top row) and sample #17 (bottom row),  which are the same real sample 
but two different structure files which are also shown in the same screen capture image.  This illustrates the 
ability of DataFurnace to explore the validity of different chemical possibilities for a given spectrum.   

Another interesting point is that it is sometimes convenient, as here to display data, to run multiple copies of 
WiNDF.  Of course,  only one copy of NDF can be run at any one time. 

5.4. EBS/RBS of Tribological Films 

In this example we make available to the community some careful work where the accuracy of DataFurnace can 
be evaluated where cross-sections were no longer Rutherford (see C. Jeynes, N.P.Barradas, J. Wilde, 
Composition of TaNiC thick films using SimAnn: Elastic Backscattering Spectrometry, presented at IBA-14 
(Dresden,  July 1999), Nucl. Instr. and Methods B161-163 (2000) 287-292). 

 

 

The cross-sections for Ni and Ta are Rutherford, but those for C and Si are strongly non-Rutherford. Therefore 
the Non-Rutherford correction files must be used. 

These correction files can be seen in the ªadvanced geometryº sub-window of the geometry file editor (press the 
ªmoreº button to open this). 

The structure file  is simple.  Note that for a H beam the minimum layer thickness should not be so small.  

From the fitted spectra, we can see that the fit is excellent for the non-Rutherford cross-sections for C and Si.  
The partial spectra are shown for the (Rutherford) Ta and Ni signals and for the (strongly non-Rutherford) C 
signal.  The C signal is not square like the metal signals because the C cross-section varies from about 60 to 
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about 1 times Rutherford through the thickness of the film. 

The geometry file ga1.geo looks like this: 
1 
 245 450 
H H   Elastic scattering of H beam 
 1750 
 15                      
ibm 
 0  167 
 2.350  
 3.820 22.2 
C  pc_corr  Non-Rutherford cross-section files for specified elements (isotopes) 
Si psi_corr 
pile 0 
 

5.5. RBS/ERD of CNx:H Films 

Here is a nice example of simultaneous RBS and ERD where the H content of the films was determined by a 
self-consistent analysis.  The analytical procedure is complicated by the necessity of using channelling on the 
substrate to increase the signal to noise ratio of the C and N signals on the Si substrate. 

 

 

The geometry files used should look like this: 
 1 
90  200  
He H   He incident beam, H detected (recoil) beam.  Elastic interaction.  (NB:  non-Rutherford cross-section.) 
 1500  
 45    Poor detector resolution 
ibm 
-75  26    Standard ERD geometry:  glancing beam incidence,  low angle recoils 
 6.65  
 2.763  76  
foil  57600   ªAbsoluteº energy calibration (standard for ERD) 
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C 10 H 8 O 4  Range foil thickness and composition 
 

Note that non-Rutherford cross-sections are used for He ERD even though no non-Rutherford data files are 
specified.  This is documented in the NDF Manual. 

Note also that the stopping in the range foil can be calculated:  in this case the energy calibration of the ERD 
detector should be from the absolute detected energy. 

The fit for sample #20 looks like this.  The Si substrate signal is treated as a background:  channelling effects 
have not been avoided in these spectra.  The C:N ratio is determined separately using channelling on the 
substrate to increase the signal to noise ratio.  Note that the fit inputs the C:N ratio as a molecule (see the 
structure file) and the uncertain height of the Si background is corrected by an ad hoc (ªmultiple scatteringº) 
correction (see the geometry files).   

The light element RBS signals have the wrong width.  We believe that this is due to errors in the stopping power 
database. 

The fitted structure suggests a Si:H interfacial layer (see best structure depth profile below).  This is clearly 
erroneous since it is contradicted by the Si RBS signal (see the red trace above).  The explanation is that it is an 
artefact of the high yield at low energies of the recoil H signal which is a true multiple scattering effect.  
Common for experiments at glancing incidence.  

 

5.6. NRA/ERD/RBS of Polymer Films 

This is an example of simultaneous NRA/RBS with a 700keV 3He+ beam and simultaneous ERD/RBS with a 
1.5MeV 4He+ beam analysed together. This explores more details of the syntax of the geometry file and also 
shows how DataFurnace can be used to handled large quantities of information about a sample together, whether 
that information was collected simultaneously by multiple detectors or sequentially at different times,  or both. 

The NRA syntax is awkward,  and users are advised to check in the NDF Manual. 
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This is the NRA signal for normal and glancing incidence. 

This are the ERD and RBS signals.  Here you see a powerful feature of NDF:  the light green trace is the fit to the 
total detected recoil spectrum (the high energy signals in the recoil spectrum are forward scattered particles 
penetrating the range foil).  The black trace is the fit to the D part of the spectrum alone:  it is the D partial 
spectrum.  NDF has to calculate the different recoil spectra separately,  so the collected recoil spectrum is 
entered twice with different geometry files.  NDF is told that they refer to the same data file by an entry in the 
batch file.  The relevant part of this file (durham.spc) is: 

 
Pt10a   2.486872    90  mixed  Structure file ªmixedº.  700 keV 3He RBS normal incidence 
Pt10d    4.060965    15   700 keV 3He RBS glancing incidence 
At10a    2.100088    ea15ms   1500 keV 4He RBS, glancing incidence 
Qt10a    3.431083    90nra   700 keV 3He NRA normal incidence 
Qt10d    8.694767    15nra   700 keV 3He NRA glancing incidence 
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Bt10a    2.35    eb15   1500 keV 4HeERD,  H recoils 
Bt10a    2.35     ebd15   (6)   1500 keV 4HeERD,  D recoils:  fit to be added to fit #6 (eb15.geo) 
 

The NRA geometry files have a more complex syntax since the reaction Q value must be specified.  The standard 
NRA notation is used:  in this case it is D(3He, 4He)H.  The detected particle is specified last. 
(15nra.geo) 
1  
 350  450  
D 3He 4He H 18352 H  Standard NRA notation, followed by the Q value (in keV) and the detected particle 
 700  
 50  
ibm 
-78  165  
 1.24  
 32.128  230 

Users are advised to refer to the NDF Manual before using these facilities. 

5.7. RBS of Optical Multilayers 

Multilayer samples can give very complex spectra.  This is the example which stimulated the development of the 
molecular option, and which was published as a tour de force of analysis (C.Jeynes, N.P.Barradas, 
H.Rafla-Yuan, B.P.Hichwa, R.Close, Accurate depth profiling of complex optical coatings, Presented at  
ECASIA conference, Seville, October, 1999:  Surf.Interface Anal. 30 (2000) 237-242). 

We also calculated the error bars and included a proper calculation of the variation of energy resolution with 
depth due to straggling for high depth resolution, using the DEPTH code (E. Szilagyi, F. Paszti, G. Amsel, 
NIMB 100 (1995) 103). 

These spectra are taken at two different beam incident angles on a 21-layer anti-reflection coating made of 
zirconia and silica deposited on a sodium glass. There is a Au anti-charging surface layer.  The partial spectra of 
Hf (blue:  this is a contamination of the Zr),  Si (light green),  O (brown),  K (light blue:  this is in the glass),  and 
Na (red) are also shown for the beam normal (left hand) spectrum.  This is displayed again below on a log scale 
where the various signals can be seen more clearly.  
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The final depth profile looks like this, with the result file of the fit shown below: 

 

 
 
 
The IBA Data Furnace v7.1c 14Dec99: Nunon Tietojen Sulatusuuni 28/10/2000 23:03:34 
 
Any public outcome using these results must quote 
N.P. Barradas, C. Jeynes, R.P. Webb, Appl. Phys. Lett. 71 (1997) 291. 
DEPTH was used in this fit. Any public outcome using these results must quote 
E. Szilagyi, F. Paszti, G. Amsel, NIMB 100 (1995) 103. 
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Batch eca.spc      structure p3.str      | The data switches were: 
  Isotopic distribution was used. 
  Data was not smoothed. 
 
File: cjp2zrsi.txt: 1024 ch, single col. Geometry file g1d1.geo     
Compressed to 512 channels, pileup correction factor 0.0000E+00 
DEPTH output in file ocli0.dat    was convoluted with fitted spectrum. 
RBS:   2200 keV He    ROI=  120- 920 
Cornell geometry: angle of incidence =    0.00, scattering angle =  167.10 
E =  2.1765 ch +  94.27, Charge = 21.498 uC,  Omega =  1.062 msr 
Si MS correction polynomial: 200 0.26262E+01 -.25016E-01 0.11272E-03 -.14166E-06 
Partial chisquared 0.2227E+02 
 
File: cjp245dg.txt: 1024 ch, single col. Geometry file g2d1.geo     
Compressed to 512 channels, pileup correction factor 0.0000E+00 
DEPTH output in file ocli45.dat   was convoluted with fitted spectrum. 
RBS:   2200 keV He    ROI=  100- 920 
Cornell geometry: angle of incidence =   45.00, scattering angle =  167.10 
E =  2.1899 ch +  80.82, Charge = 20.995 uC,  Omega =  1.062 msr 
Si MS correction polynomial: 200 0.18746E+01 -.18944E-01 0.14511E-03 -.36130E-06 
Partial chisquared 0.2215E+02 
 
The simulated annealing parameters were: 
  Slow cooling: T0 =0.9877E+04, Tf =0.6813E+00, Cooling factor:0.561 
  Maximum number of functions proposed at each T:  4585 
 
The fit assigned 50 layers. The composition was: 
 
Layer t (at/cm2)  t (nm)   Zr1O2Hf. Si1O2    Si24.1O6 Au       
   1     40.00      7.51   23.2310  14.8930   0.0000  61.8760 
   2    156.17     35.99   80.1300  19.8700   0.0000   0.0000 
   3    108.95     24.07    0.0034  99.9966   0.0000   0.0000 
   4    268.97     59.48    2.0640  97.9360   0.0000   0.0000 
   5    165.23     38.30   90.6613   9.3388   0.0000   0.0000 
   6     78.01     18.17   99.9932   0.0068   0.0000   0.0000 
   7     68.67     16.00   99.9992   0.0008   0.0000   0.0000 
   8     47.93     11.17   99.9964   0.0036   0.0000   0.0000 
   9    181.81     40.55   18.5187  81.4813   0.0000   0.0000 
  10    250.68     55.60    7.8073  92.1927   0.0000   0.0000 
  11    246.88     57.52  100.0000   0.0000   0.0000   0.0000 
  12    130.63     30.35   95.0340   4.9660   0.0000   0.0000 
  13    266.03     61.98   99.9451   0.0549   0.0000   0.0000 
  14    396.67     92.13   94.3264   5.6736   0.0000   0.0000 
  15     43.57      9.73   20.5656  79.4344   0.0000   0.0000 
  16    145.10     32.27   12.9947  87.0053   0.0000   0.0000 
  17    135.10     29.84    0.0000 100.0000   0.0000   0.0000 
  18    300.12     66.32    0.8122  99.1878   0.0000   0.0000 
  19    336.32     76.42   53.7315  46.2685   0.0000   0.0000 
  20    188.83     41.71    0.0000 100.0000   0.0000   0.0000 
  21    255.25     56.63    8.2055  91.7945   0.0000   0.0000 
  22    207.70     47.53   66.6788  33.3212   0.0000   0.0000 
  23     91.95     20.33    1.7653  98.2347   0.0000   0.0000 
  24    468.60    103.69    3.3103  96.6897   0.0000   0.0000 
  25    116.20     26.09   31.2987  68.7013   0.0000   0.0000 
  26    189.83     44.11   95.0398   4.9602   0.0000   0.0000 
  27     85.27     19.49   64.1355  35.8645   0.0000   0.0000 
  28    403.28     90.29   25.8345  74.1656   0.0000   0.0000 
  29     80.64     18.78   99.5847   0.4153   0.0000   0.0000 
  30     78.76     18.35   99.9723   0.0277   0.0000   0.0000 
  31     40.36      9.13   45.0152  54.9848   0.0000   0.0000 
  32     88.79     20.33   68.1001  31.8999   0.0000   0.0000 
  33     60.69     13.66   36.2212  63.7788   0.0000   0.0000 
  34    379.13     84.18    9.8183  90.1817   0.0000   0.0000 
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  35     46.65     10.75   78.8472  21.1528   0.0000   0.0000 
  36    190.21     44.22   96.1518   3.8482   0.0000   0.0000 
  37    138.80     30.85   11.6370  88.3630   0.0000   0.0000 
  38     79.73     18.18   60.3896  39.6104   0.0000   0.0000 
  39    206.17     45.56    0.7173  99.2827   0.0000   0.0000 
  40     57.04     13.04   64.6435  35.3565   0.0000   0.0000 
  41    153.97     35.75   93.4192   6.5808   0.0000   0.0000 
  42    100.62     22.37   12.5845  87.4156   0.0000   0.0000 
  43     53.24     12.05   46.6302  53.3698   0.0000   0.0000 
  44     40.17      9.01   28.4465  71.5535   0.0000   0.0000 
  45     42.01      9.40   25.5449  74.4551   0.0000   0.0000 
  46     97.31     21.52    2.4842  97.5158   0.0000   0.0000 
  47     56.26     12.63   31.6227  68.3773   0.0000   0.0000 
  48     88.64     19.59    0.4242  99.5758   0.0000   0.0000 
  49    213.09     48.04   38.6582  61.3418   0.0000   0.0000 
  50   7333.98   1714.53    0.0000   0.0000 100.0000   0.0000 
 
   Total amount (at/cm2):0.324E+040.440E+040.733E+040.248E+02 

 

The structure file is interesting, since the whole structure depends on fitting molecules: 
40. 500.    Minimum thickness given fine structure of sample.  Maximum also insisted upon 
4 
Zr 1 O 2 Hf .007   Zr always comes with some Hf 
0 8500 
0 1 
Si 1 O 2 
0 8500 
0 1 
Si 24.1 O 67.4 K 3.09 Na 5.41 sodium glass substrate 
7500 15000. 
s 
Au    We allow the Au layer to be impure:  it is actually much thinner than 40 thin film units 
0 40 
0 1 

A perfectly good fit can be obtained using elements (try it!) but the resulting profile is clearly wrong since no 
correlation between O and the metals can be seen.  Using molecules correlates the heavy elements (to which 
RBS is sensitive) with the light elements (to which RBS is insensitive).  Note from the partial spectra that the O 
partial spectrum has a lot of structure even though it is a major element in all the layers.  Clearly this structure 
cannot be extracted directly from the spectra since the O yield is nowhere more than about half the total yield. 

We are interested in how pure these thin layers really are (that is,  how sharp the interfaces are) and therefore we 
have to properly account for the energy straggle as the beam penetrates the structure.  An off-line calculation of 
the energy resolution as a function of depth for this structure is carried out with the DEPTH program, and the 
result referred to by the geometry file.  The calculation is time-consuming:  the log file reveals that it took 220 
mins,  with the local minimisation taking a long time since grid search in a highly multidimensional space is not 
very fast. 
G1d1.geo 
6     
120 920 
He He 
2200 
ocli0.dat    The detector resolution is replaced by a file giving resolution as a function of depth 
cornell    BEWARE:  this syntax changes in v7.0:  see the NDF Manual 
0,167.1        
1.062     solid angle 
2.1843 88.16 
Si    It is important to force the substrate signal to fit with these complex spectra.   
200 2.685 -.0265 .000146 -2.783e-7 These are the polynomial coefficients for the ªmultiple scatteringº  correction 
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This is the result if no straggling with depth is included.  That the first layer is not fitted well is an artefact of the 
DataFurnace:  going slower would probably help this.  But that the deeper Zr peaks are  not fitted well is because 
the energy resolution variation with depth is not properly included.  The depth profile is poor quality with no 
deep layers approaching 100% content of either zirconia or silica: 

 

  

5.8. High Accuracy RBS 

RBS is supposed to be a very accurate technique.  Here you can explore how to use DataFurnace at the best 
accuracy available with spectra taken from an Sb implanted sample provided by IRMM Geel (see K.H.Ecker, 
A.Berger, R.Grtzschel, L.Persson, U.W tjen, Sb implanted in Si – a thin layer reference material for surface 
analysis, Presented at IBMM, Brazil, September 2000)  where the Sb content is determined by a method 
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traceable to the Paris international mass standard.  The data shown here was presented at the Quantitative 
Surface Analysis conference, University of Surrey, July 2000 (G. Boudreault,  C. Jeynes,  E. Wendler, Accurate 
RBS measurement of ion implant doses in silicon, to be published in Surf.Interface Anal.). 

Spectra with two detectors are taken, as before.  The energy calibration is done as explained in Example 1.  But 
now,  the charge is determined by fitting to the a-Si part of the Sb implanted samples.   

The critical part is that the Si energy loss is determined such that the surface yield comes out right (see 
M.Bianconi, F.Abel, J.C.Banks, A.Climent Font C.Cohen, B.L.Doyle, R.Lotti, G.Lulli, R.Nipoti, I.Vickridge, 
D.Walsh, E.Wendler, The Si surface yield as a calibration standard for RBS,  Nucl. Instr. and Methods 
B161-163 (2000) 293-296 and W.N.Lennard, G.R.Massoumi, T.W.Simpson, I.V.Mitchell, Improved 
stoichiometry measurements using 4He backscattering:  experiment and simulation,  Nucl. Instrum. and 
Methods B152 (1999) 370-376). 

We do this by changing the correction factor for the Si energy loss until the surface yield has the correct value.  
We could also change the parameters in the data base to give the correct energy loss in the first place.  This will 
be done shortly, see N.P. Barradas, C. Jeynes,  R.P. Webb,  E. Wendler, Determination of stopping power of ions 
in matter, presented at MC2000 (Advanced Monte Carlo on Radiation Physics, Particle Transport Simulation 
and Applications), Lisbon 23-26 October, 2000. 

The geometry file looks like: 
a.geo 
1  
 80  340  
He He 
 1486  
 17  
ibm 
 0  167  
 5.158  
 3.6578  63  
He O  0.85    This value adjusted to give a good fit in the oxide region. 
He Si  0.969    This value adjusted to give Bianconi’s ªmagic numberº 
pile 1.20000004768372E-06 
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This is implemented by WiNDF as in the Figure: 

 

Now it is important to notice that for accurate work the pileup background is neither non-negligible nor linear.  
Therefore the facility of DataFurnace to correct for this is important for accurate work.  In this case the log scale 
shows the importance of pileup at the 1% level (see the Figure below): 

This fit was completed using custom cooling, since we did not want the charge or the energy calibration changed 
during the fit.  The parameters are in the NDF.TCN file and the user is referred to the NDF Manual for 
explanation of this.  The results file is shown below. 
The IBA Data Furnace v7.1c 14Dec99: Nunon Tietojen Sulatusuuni 02/07/2000 17:51:31 
 
Any public outcome using these results must quote 
N.P. Barradas, C. Jeynes, R.P. Webb, Appl. Phys. Lett. 71 (1997) 291. 
   
Batch b1.spc       structure sb.str      | The data switches were: 
  Isotopic distribution was used. 
  Data was not smoothed. 
 
File: A7a         : raw XRBS. Geometry file a.geo        
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   17.00 keV was convoluted with fitted spectrum. 
RBS:   1486 keV He    ROI=   80- 340 
IBM geometry: angle of incidence =    0.00, scattering angle =  167.00 
E =  3.6578 ch +  63.00, Charge =  5.967 uC,  Omega =  5.158 msr 
Stopping power of He    in Si    is scaled by a factor of  0.9690 
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Stopping power of He    in O     is scaled by a factor of  0.8500 
Partial chisquared 0.6384E+01 
 
File: B7a         : raw XRBS. Geometry file b.geo        
Compressed to 512 channels, pileup correction factor 0.1200E-05 
Detector FWHM   17.00 keV was convoluted with fitted spectrum. 
RBS:   1486 keV He    ROI=   80- 340 
IBM geometry: angle of incidence =    0.00, scattering angle =  134.50 
E =  4.3064 ch +  50.00, Charge =  5.928 uC,  Omega =  4.423 msr 
Stopping power of He    in Si    is scaled by a factor of  0.9690 
Stopping power of He    in O     is scaled by a factor of  0.8500 
Partial chisquared 0.1617E+02 
 
The simulated annealing parameters were: 
  Custom cooling: T0 =0.9877E+04, Tf =0.8635E+00, Cooling factor:0.511 
  Maximum number of functions proposed at each T:  2636 
 
The fit assigned  7 layers. The composition was: 
 
Layer t (at/cm2)  t (nm)   Si       Si1O2    Sb       
   1    520.58    115.03    0.0000  99.8865   0.1135 
   2    174.44     36.52   62.7055  34.6560   2.6385 
   3    140.40     29.02   84.1297  10.5116   5.3588 
   4    351.26     72.64   88.0181   4.9843   6.9976 
   5    149.65     30.52   95.4085   0.3248   4.2666 
   6    200.65     40.58   98.0645   0.0020   1.9335 
   7   7534.30   1513.82  100.0000   0.0000   0.0000 
 
   Total amount (at/cm2):0.841E+040.613E+030.476E+02 

Clearly,  on a log scale the fit is not good.  However,  DataFurnace does not use the area under the peak as a 
fitting parameter and therefore we cannot use the fit directly for accurate measures of dose.  For this we use 
another feature of DataFurnace:  the ªProfilesº display. 
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Almost none of the Sb is in the oxide,  and the Si signal extending significantly above the surface is an artefact of 
the minor Si isotopes.  The O signals have been switched off for clarity. 

 

 

This Figure shows the separate elemental depth profiles calculated directly from the spectrum for each detector 
assuming the energy loss as a function of depth determined from the fitted structure.  Thus, between 10 and 2000 
thin film units there are 480.8.1014  Sb/cm2 calculated from the detector A spectrum and 485.2.1014  Sb/cm2 
calculated from the detector B spectrum – less than 1% difference.  The statistical error is 0.4%, and the 
calibration errors for each independent detector must be added to this.    

The IRMM certified value for the Sb content is 483(5).1014 Sb/cm2.  Clearly,  these data match the accuracy of 
the standard sample.  The beauty of this approach is that the result is immediate:  all that is required is to have 
correct stopping powers (or, alternatively, to be sure of the charge.solid-angle product).   
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6. The DataFurnace Algor ithm 

6.1. The forward model 

DataFurnace solves the inverse IBA problem: given the spectrum, what is the profile?  The forward model is the 
physical model used to answer the inverse question: given the profile, what is the spectrum?   All the existing 
standard IBA codes are simulation codes, that is, they are implementations of the forward model.  As we have 
explained, a forward model is always in the core of any simulated annealing algorithm: see the further discussion 
of this below. 

DataFurnace uses a standard forward model for RBS and EBS.  For NRA however it implements a more general 
(although more cumbersome) algorithm than usual.  This is described in more detail in the NDF Manual and in 
N.P.Barradas &  R.Smith:  Simulated annealing analysis of nuclear reaction analysis measurements of 
polystyrene systems,  J.Phys.D 32 (1999) 2964-2971. 

Users have direct access to DataFurnace's forward model - that is, you can easily use DataFurnace to do 
simulations. 

6.2. Simulated Annealing 
Simulated Annealing is a mathematical algorithm that has been used for many different difficult problems 
including automatic language parsers and the Travelling Salesman problem (see the literature).  An excellent 
introduction to it is in S.Kirkpatrick,  C.D.Gelatt Jr. and M.P.Vecchi:  Optimization by Simulated Annealing,  
Science 220 (1983) 671-680. 

Simulated Annealing is an algorithm for finding the global minimum of an objective function.  The entire state 
space of this function is explored.  A sequence of states (a Markov chain) is constructed in which succeeding 
states have a objective function that is either reducing or has a Boltzmann-like probability of increasing 
according to a parameter analogous to temperature.  Hence the idea of "annealing".   A sequence of Markov 
chains is then constructed with reducing temperature; the end point being an optimal solution.   The way in 
which this sequence is constructed is called the cooling schedule. 

For IBA the objective function for a proposed depth profile is constructed from the difference between the 
spectrum being fitted and that calculated with a forward model (a standard simulation code) from the proposed 
depth profile.  Then the state space explored is the space of all possible depth profiles. 

In our implementation of the Simulated Annealing algorithm in the DataFurnace the given spectrum (or spectra) 
to be fitted, together with the geometry file, defines the state space.  In the structure file we have provided 
facilities to exclude regions (which may be very large) of this state space. 

6.3. The cooling schedule:  " fast"  or " slow" ? 
The details of the simulated annealing algorithm include a (fairly large) number of parameters controlling the 
construction of the Markov chains and the cooling schedule.  Consideration of hundreds of spectra of different 
types have enabled us to develop algorithms that make these largely transparent to the user 

In particular, in many cases the user will only need to tell the DataFurnace how fast to run the cooling schedule.  
There are five options from "ultra-fast" to "ultra-slow".  "Normal" is normally good enough for a satisfactory fit.   

Experienced users of DataFurnace will occasionally need to use the greater control of the cooling schedule 
available with "custom cooling".   

We have found that the best way to use DataFurnace is always to start with "ultra-fast".  This rapidly reveals if 
there are severe problems with the calibration (which has to be correct before anything else will work) or with 
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the structure file (see below).  Only when it is starting to get the right type of solution is it worth going slower, 
and only when "normal" cooling gives a good fit is it usually worth using "ultra-slow" cooling to give an 
excellent fit.  See the examples. 

6.4. Error estimation using Markov chain Monte Carlo 

The simulated annealing algorithm is built on the mathematics of Markov chains.  A Markov chain S is a 
sequence { s1, s2, ... , si, ... , sn}  where each element si depends only on the previous element si-1.  The Monte 
Carlo aspect comes in when generating each state si from the previous one si-1.   

It turns out that various theorems can be proved about the statistics of Markov chains.  In particular it is possible 
to calculate the density of states function from the Markov chain.  In other words the Markov chain can explore 
the states in the vicinity of the optimal solution found, and therefore an estimation of the error of the solution can 
be determined. 

Since the simulated annealing algorithm is based on constructing Markov chains it is clearly a natural extension 
to collect the statistical information needed to estimate the errors.  A very simple algorithm is implemented in the 
present version of DataFurnace.  Intense mathematical work is currently underway to improve the efficiency of 
the algorithm and dramatically enhance its performance. 

6.5. Grid search local minimisation 
Simulated annealing is a very efficient algorithm for finding the vicinity of the global minimum of a function.  
But it is very inefficient in searching for local minima.  Therefore we have supplied a local minimisation 
algorithm that is effective (but not as efficient as we would like).  DataFurnace decides when to switch to this 
algorithm automatically, but the you can control this if you wish using the facilities in the NDF.TCN file (see 
"Custom Cooling" below and "Fine control of the fitting process" in the NDF Manual). 

DataFurnace users can use the local minimisation routine by itself: this is very useful when you already know the 
structure of the sample and you only want to refine the details.   

6.6. Thin film units of depth 

We use the definition: one Thin Film Unit is 1015atoms/cm2. 

Reference in often made in this Manual to measures of depth in "thin film units" rather than nm.  The natural unit 
of depth in IBA is the unit in which the energy loss of the ion beam in the sample is measured.  This is because 
IBA spectra are measured as counts per channel where each channel is calibrated as a certain energy width: that 
is, depth is expressed in IBA spectra as an energy loss. 

Energy loss tables have units of 10-15eV.cm2.  I prefer to cite this more explicitly as an energy loss per unit 
depth by writing eV/(1015atoms/cm2) which is equivalent to eV/(mg/cm2).  The thickness unit of g/cm2 can be 
converted into a linear thickness by dividing by the density (mg/cm3).  Thin film thicknesses are always given as 
a mass per unit area because of various definitional difficulties as materials get thinner and thinner.  One 
important such difficulty is that the density of a thin film of a material is often quite different from the density of 
the bulk material. 

Therefore DataFurnace uses thin film units of depth in all the calculations.  A conversion to linear depth is 
provided for the convenience of users, but this is done only by assuming the density of the elements (or 
molecules) in the sample (which can be specified by the user).  WARNING:  In general this is a poor assumption. 
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7. Forward Model Issues 

The forward model used by DataFurnace is controlled by the geometry file, either in the main geometry file 
editor window (for the main features) or the geometry file editor sub-window accessed by the "More" button on 
the main window. 

7.1. Energy straggling 
Detector resolution is implemented in the usual way by convoluting a Gaussian of fixed width across the whole 
spectrum. Geometrical straggling due to the size of the detector is not calculated by DataFurnace. 

Bohr or Chu straggling (see J.R.Tesmer, M.Nastasi (eds), Handbook of Modern Ion Beam Analysis (Materials 
Research Society, Pittsburgh, 1995) are enabled by options in the geometry file editor sub-window.  The user 
can specify factors to increase these functions by, as usual for simple simulation codes.   See the NDF Manual for 
details of how this straggling calculation is implemented.   

Complex straggling calculations as for example in SIMNRA (M.Mayer, SIMNRA User's Guide, Technical 
Report IPP 9/113, Max-Planck-Institut für Plasmaphysik, Garching, Germany) are not carried out by 
DataFurnace.  Non-Gaussian straggling is not implemented in DataFurnace. 

DataFurnace allows access to full (Gaussian) energy straggling calculations done off-line: see below under 
"High depth resolution" and in the NDF Manual for details. 

7.2. High depth resolution 

For the best depth resolution one must carry out a full calculation of energy broadening in the spectrum due to 
energy straggling, kinematical broadening from the detector and other effects.  DataFurnace does not do this.  
Instead we rely on the work done by Szil gyi with her DEPTH code (E.Szil gyi, F.P szti &  G.Amsel, 
Theoretical approximations for depth resolution calculations in IBA methods,  Nucl. Instr. and Methods 
B100  (1995) 103-121).    

DataFurnace accepts the output of DEPTH directly (see the NDF Manual for implementation details).  Of 
course, you can create input files of your own provided they have the right format. 

Strictly, the energy straggling calculation is a function of the sample structure, which of course you don©t know 
until DataFurnace has done the fit.  However, it is not a strong function of the structure and usually it is accurate 
enough to make the DEPTH calculation (or equivalent) on a reasonable guess.  If necessary the process can be 
iterated, but we have never found it necessary to do this more than once (and we only did it then to be on the safe 
side). 

7.3. Non-Rutherford cross-sections 
Non-Rutherford cross-sections are read from files supplied by the user.  The most convenient compilation of 
these is probably found in the SIMNRA distribution (M.Mayer, SIMNRA User's Guide, Technical Report IPP 
9/113, Max-Planck-Institut für Plasmaphysik, Garching, Germany).  The IBA community has a database at 
http://ibaserver.physics.isu.edu/sigmabase where these data can be found.  The user should beware of the data in 
the Handbook (see J.R.Tesmer, M.Nastasi (eds), Handbook of Modern Ion Beam Analysis (Materials Research 
Society, Pittsburgh, 1995): this can be unreliable. 

Note that non-Rutherford cross-sections are often very strong functions of scattering angle.  Accurate analysis 
should be done at the same scattering angle as accurate cross-sections measurements since accurate 
extrapolations to new angle cannot be done simply.  Recently a new program, SIGMACALC (see below),  has 
become available which uses nuclear theory to accurately determine the cross-section at all scattering angles, 
and DataFurnace users are encouraged to use this where possible. 
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DataFurnace implements non-Rutherford cross-sections in the geometry file.  Simply specify the file for the 
isotope in the geometry file editor sub-window.  Note that this file has to be in the directory you are working in.  
For the file syntax see the NDF Manual. 

DataFurnace includes a parameterisation of the 4He on H and D non-Rutherford cross-sections for convenience 
in the use of He beams to analyse the stable isotopes of hydrogen by ERD.  The user does not have to specify a 
cross-section file for these cases.  Details of the parameterisation are in the NDF Manual. 

7.4. SIGMACALC 

Recently an impressive new approach by Alexander Gurbich to the use of non-Rutherford cross-sections has 
appeared.  Gurbich has published "evaluated" non-Rutherford proton elastic scattering cross-sections for O, C 
and Si (A.F.Gurbich, Nucl. Instr. and Methods B129 (1997) 311-316;  B136-138 (1998) 60-65;  B145 (1998) 
578-583),  where he evaluates all the experimental data and shows that it is all consistent with specific 
parameters of the nuclear scattering theory. 

With this approach Gurbich has developed a "cross-section calculator", SIGMACALC, which gives accurate 
cross-sections for any scattering angle.  This is not as complete as the Sigmabase compilation, obviously, but 
where Gurbich data is available it is very valuable.   

SIGMABASE has two classes of data:  "evaluated" data, which is a summary of all the available data, and 
"extrapolated" data, which determines the nuclear parameters from specified measurements.  Where the 
evaluated data is available it should always be used since it is the most accurate available.  The user can refer to 
the literature where the evaluation is detailed for an estimate of the error.  Where extrapolated data is used the 
user should be aware that different measurements in the literature give different nuclear parameters, and that 
these differences have not yet been reconciled.  Therefore it is up to the user to estimate his errors in these cases. 

Because of our multiple detector approach SIGMABASE is particularly valuable to us and we are very keen to 
encourage Gurbich to extend its validity to a wider range of isotopes.  And because we believe this is so valuable 
we are collaborating with him to distribute the code.  We hope to include a copy on this CD. 

7.5. Stopping power corrections 

We use TRIM 95 stopping powers (www.research.ibm.com/ionbeams and J.F.Ziegler,  J.P.Biersack,  
U.Littmark,  The Stopping and Ranges of Ions in Solids,  Pergamon Press,  New York,  1985) except for Si, 
where we use corrected stopping powers consistent with the recently published KKKNS data (G. Konac, S. 
Kalbitzer, C. Klatt, D. Niemann, R. Stoll, Nucl. Instr. Meth. B136-138 (1998) 159) increased by 2% 
(M.Bianconi, F.Abel, J.C.Banks, A.Ciment Font C.Cohen, B.L.Doyle, R.Lotti, G.Lulli, R.Nipoti, I.Vickridge, 
D.Walsh, E.Wendler, Nucl. Instr. and Methods B161-163 (2000) 293-296).  The ZBL parameters for this have 
been determined using a Markov chain Monte Carlo method (N.P. Barradas, C. Jeynes, R.P. Webb, E. Wendler, 
Determination of stopping power of ions in matter by Rutherford backscattering using Bayesian Inference, to be 
published) and are incorporated into the database.  We hope to use this new method to determine stopping 
powers for other elements more accurately. 

Because stopping powers can be very inaccurate (the ZBL values for Si were demonstrated to be in error by 
around 10%) we have allowed the ZBL values to vary by a factor.  This is included on a per-element basis in the 
geometry file editor sub-window.  The modified values are used for the whole structure (unlike in SIMNRA 
which allows different factors in different parts of the sample). 

The Bragg rule for linear combinations of stopping powers is used.  Non-Bragg models such as the "cores and 
bonds" model of Ziegler & Manoyan (see Handbook) are not implemented in DataFurnace. 
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7.6. " Multiple scattering"  

The forward model used by DataFurnace is a simple single scattering model.   Users are referred to Matej 
Mayer's SIMNRA for a more accurate plural scattering model.  Such a calculation would be too time consuming 
to incorporate in DataFurnace.  Monte Carlo methods have been used to make the best calculations (see 
W.Eckstein, M.Mayer,  Rutherford backscattering from layered structures beyond the single scattering model, 
Nucl. Instr. and Methods B153 (1999) 337-344) but these are extremely time consuming even when very 
powerful parallel computers are used.  Note that it is possible to use SIMNRA to make off-line calculations of 
"corrections" to the single scattering model and to incorporate these into DataFurnace's forward model using the 
"multiple scattering" correction facility.  It is not yet clear how useful this approach could be. 

The main effect of multiple scattering effects on the spectrum is to increase the number of counts at low energies.  
It should be noted that the same effect arises from slit scattering, which is hard to avoid.  Since we do not 
incorporate multiple scattering in our forward model,  we allow an ad hoc correction which will take account of 
both multiple scattering and slit scattering (and any other effects as well).  We lump all these together into the 
so-called "multiple scattering" correction. 

DataFurnace allows the user to make an ad hoc "multiple scattering" correction for an element.  This is a cubic 
function which multiplies the partial spectrum calculated for that element to give a resultant spectrum that is 
used to compare with the data for each test structure during the fitting process.  The multiplier is used up to a 
maximum energy (channel number) which is also specified.  For higher energies (channel numbers) the forward 
model is uncorrected. 

Clearly, this could be used indiscriminately to give quite erroneous results, and you warned to be careful that 
your analytical procedure is valid.  An  example of correct use in getting a substrate signal of the right shape for 
background subtraction purposes is in N.P.Barradas,  C.Jeynes,  S.M.Jackson,  RBS/simulated annealing 
analysis of buried SiCOx layers formed by ion implantation of O into cubic silicon carbide,  Nucl. Instr. and 
Methods B136-138 (1998) 1168-1171.  The RBS/ERD example of the analysis of CNx:H films (see above) uses 
this correction to eliminate channelling effects in a substrate signal.   You are urged to look at both of these 
examples. 

You can enter the cubic coefficients together with the cutoff channel number directly into the windows in the 
geometry file editor sub-window if you wish.  However, we have also provided facilities in DataFurnace to 
calculate appropriate coefficients.  This is an four step process.  Let us say that you want the forward model to 
give a spectral shape as in file A.  Then you can make a simulation S using the uncorrected forward model.  The 
steps are then: 

a) Divide A by S using the spectral manipulator opened by the "tools/filemath" command in a display 
window (given by either of the commands:  "Spectra/Plot spectra" or "View NDF/Datafit").  This 
operation is typically done in the Datafit window after a fit with no correction, or a simulation of a 
spectrum.  Then A will be the original data and S will be its "fit". 

b) The result of step a) will be held in the "File math data" buffer.  It will be the correction function we 
want.  Now we want to parameterise it.  Make a polynomial fit of this data using the sub-window opened 
by the "Tools/Polyfit" command.  In principle the function should be cubic, since the uncorrected 
function is approximately quadratic (due to the 1/E2 variation of the cross-section).  Note that the fit can 
be over a different region of interest (RoI).   Note that it can also be over multiple RoIs.   

c) The result of step b) will be held in the "Polynomial fit" buffer.  The value of the polynomial coefficients 
can be seen in the window opened by the "Tools/Addpoly" command.  These numbers can be copied and 
entered by hand into the geometry file editor window,  but we have provided a facility to save you this 
trouble.  If you highlight the geometry filename in the WiNDF main window and then select the 
appropriate element and press the "send to mult scat corr for:" button in the Polynomial Coefficients 
sub-window, the system will modify your geometry file appropriately. 

d) Specify the cutoff channel number you want in the geometry file editor sub-window. 
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Then all that remains is to store the modified geometry.  You can look at the resultant geometry file with (for 
example) the Notepad editor and check that the syntax corresponds to the NDF Manual.  This is advisable for 
beta versions of NDF - there may still be bugs. 

The local minimisation routine will tweak the "multiple scattering" correction parameters for best fit.  (If you 
don't want this see "Custom Cooling".)  This is very valuable time saving feature since batches of many samples 
can be analysed with the same input MS parameters.  The final parameters are output in the results file. 

7.7. Channelling 

DataFurnace does not analyse channelled data. 

However, there are many circumstances during the analysis of single crystal samples when channelling effects 
are not avoided.  For example, a non-crystalline film on a single crystal substrate: although the yield from the 
non-crystalline film will be calculated correctly by DataFurnace the substrate signal will not.  In these 
circumstances DataFurnace will not fit the data well and may not fit it at all.  We can use the "multiple 
scattering" correction (see above) to force the DataFurnace to fit the substrate properly, and then the results that 
it gives for the non-crystalline overlayer will be reliable.  Note that in this case no information is available about 
the substrate, and it would be invalid to try to infer anything about it.  An example of this is the RBS/ERD 
analysis of CNx:H films (see above). 

7.8. Pulse pile-up 

Every IBA spectrum has pulse pile-up where two (or more) particles arrive at the detector within the time 
resolution of the detection system and are counted as one particle with (approximately) the sum energy.  
DataFurnace implements the simplest case of pairwise pile-up with sum energy and calculates the pile-up 
spectrum by convoluting the spectrum with itself (the algorithm is given in C.Jeynes, Z.H.Jafri, R.P.Webb, 
M.J.Ashwin,  A.C.Kimber, Accurate RBS measurements of the In content of InGaAs thin films, Surf.Interface 
Anal. 25 (1997) 254-260 and in the NDF Manual).  All that is required is that you give DataFurnace the livetime 
for the spectrum (this has to be added to the data file itself, and the syntax for this is in the NDF Manual).  Then 
the time resolution of your detection system is entered in the geometry file editor sub-window.  To determine 
what this is, simply simulate a spectrum with identifiable pile-up until the pile-up signal is matched. 

We use a standard detection systems with surface barrier detectors and standard electronics, and we have a time 
resolution of about 1.2µsec.  Note that this ought to be a constant of your detection system, but the value you 
need to use to fit the data will also be a function of the lower level discrimination of your ADC, since this 
artificially depresses the count rate that the detector/preamp/amplifier set must be seeing and the pile-up occurs 
in the amplifier.    

Pile-up correction is very important when small quantities of heavy elements in a light matrix are being 
analysed.  Our example of accurate RBS (above) is of a Sb implant into essentially a Si matrix, and we need the 
result to the best accuracy (~1%).  In this case the pile-up correction is critical.   

It also starts to become important as the count rate is increased.  Note that there is no rational argument for 
reducing the count rate (and increasing the analysis time and therefore cost) merely to reduce pile-up.  The 
question is how the pile-up distorts the spectrum and whether the information that you wish to obtain from the 
spectrum is thereby obscured.  Having the pile-up in the forward model undoubtedly helps to assess this more 
reliably. 
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7.9. Molecules 

DataFurnace has a logical superstructure in its image of the current test sample structure during the fit.  At the 
high level it thinks of the stoichiometry of each layer in terms of molecules,  so that we could have, for example, 
a sample consisting of Si and SiO2.  In such a sample, oxygen would not appear unless it were bonded to Si.  
Moreover, in such a sample the O:Si ratio could never exceed 2.  If, on the other hand, we made the sample of Si 
and O separately this ratio could be as large as we liked.  (Logically, we could get the same result by restricting 
the O concentration to the range 0 - 0.67,  but this restriction would be implemented differently and would 
probably execute slower.) 

Of course, at the calculation level DataFurnace transforms the molecular profile into an elemental profile.  The 
various corrections in the geometry file all apply to the elements (non-Rutherford cross-section,  "multiple 
scattering" correction etc), and the partial spectra are also for each element.  This is why the list in the structure 
file editor is the molecular list, but that in the geometry file editor is the elemental list.   

We also point out that the molecular list means that elements can appear more than once (so for Si and SiO2,  Si 
appears twice).  The NDF syntax actually permits you to put in the same molecule twice in the structure file: this 
will be treated as two logical elements which can have different restrictions!  This does execute correctly, but has 
some strange repercussions, is not implemented in WiNDF, and is not recommended. 

The first work we did to explore the power of this approach was presented at the ECASIA conference in Seville 
October, 1999 (C.Jeynes, N.P.Barradas, H.Rafla-Yuan, B.P.Hichwa, R.Close,  Accurate depth profiling of 
complex optical coatings,  Surface & Interface Analysis 2000) and uses molecules for the substrate, molecules 
for the dielectric layers,  and implements Hf contamination of the zirconia layers with molecules.  It 
demonstrates that spectra which are ambiguous with respect to the glass substrate composition can be 
confidently analysed when the correct molecules are used.  (See the Example.) 

The use of molecules can dramatically reduce the size of state space, both because it reduces the number of free 
parameters and because it can correlate light elements (to which RBS in particular is insensitive) to heavy 
elements.  This is important in making otherwise very complicated spectra tractable to DataFurnace. 

The polymer Example also shows how the molecular option can be used to explore different chemical 
assumptions about the sample.  In this case DataFurnace is being used as a sophisticated tool for the analyst to 
explore the different interpretations that the spectrum can bear. 

Finally, using the molecular option allows us to make a justifiable and realistic calculation of linear depth scale.  
This can only be done if the volume density of each layer is known, and if we only used elemental stoichiometry 
we would have no systematic way of obtaining the density of a material of arbitrary composition.  However, if 
we systematically describe these layers as mixtures of realistic molecules, then we can obtain the density of the 
layer by a liinearly weighted sum of the individual constituent densities.  DataFurnace implements this, giving 
complete transparency by allowing the user to specify the density of each molecule in the structure file. 

7.10. Absorber or range foil 
It is important in ERD to take account of the use of range foils in front of surface barrier detectors to range out 
primary scattered particles.  This is because different recoil species suffer different degrees of stopping and 
therefore the spectral shape depends on the range foil stopping power. 

DataFurnace allows the use of foils in front of any detector with a simple syntax specified in the geometry fi le 
(see the NDF Manual).  NDF calculates the stopping due to the foil, but does not calculate the straggle. 
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7.11. Pulse height defect 

In principle surface barrier detectors are non-linear energy detection devices because the detected energy is the 
incident particle energy less the energy lost in the surface dead layer less the nuclear energy loss.  Both of these 
corrections are functions of incident particle energy and type.  Therefore, some people work in absolute units 
(that is, they use a detected energy calibration) even for RBS.  Note that absolute units are the natural ones for 
ERD (see above).  Most people work in relative units (that is, they use a scattered energy calibration) since most 
RBS analyses are done with a specified beam and specified energy neither of which changes during the analysis.  
Provided that they accept that they have to recalibrate if they change either the beam type or the beam energy, 
their (implicit) assumption that the detector is linear with energy is sufficiently accurate.  We have demonstrated 
that the non-linearity in these conditions is unobservable in standard conditions (C.Jeynes,  N.P.Barradas,  
M.J.Blewett,  R.P.Webb,  Improved ion beam analysis facilities at the University of Surrey,  Nucl. Instr. and 
Methods B136-138 (1998) 1229-1234). 

DataFurnace supports use of an absolute energy calibration since it allows a foil to be put in front of the detector 
(see above). 

DataFurnace does not support the use of a non-linear energy calibration. 

7.12. The ERD forward model 

This is very simple to implement with a single scattering model (in principle) since one has only to adjust the 
scattering kinematics to follow the recoil, and to calculate the energy loss on the outward path for the recoil 
species.   

We point out that for ERD, incident and exit beams are usually at grazing angles to the sample.  For this 
geometry the assumption of single scattering is often a rather poor approximation.  Moreover the kinematical 
broadening due to detector size becomes increasingly important.  Therefore for accurate work the user is 
encouraged to use DEPTH (see "High Resolution" above). 

However, the forward model is implemented per recoil species and if more than one recoil species is detected 
the resulting spectrum will be a sum of individual recoil spectra.  The user has to specify this sum explicitly in 
the geometry file, and an example of this syntax is given in the NRA/ERD Example where both H and D recoils 
appear in the ERD spectrum.  See the NDF Manual for details of the syntax used. 

This problem does not exist with the simple spectra obtained with time of flight (ToF) spectra obtained with 
DE-E compound detectors.  With this system each recoil species gives a spectrum that can be separated by the 
analyst from the DE-E 3D plot.  DataFurnace supports ToF-ERD analysis since the DE detector can be 
implemented using a foil in front of the E detector (see above).   

It is worth pointing out that DataFurnace can also be used for ToF-ERD spectra where recoil species cannot be 
separated in the DE-E plot, by using the syntax for detectors with range foils given above.  The current practice 
for ToF analysts in this case is to simply truncate the recoil spectra in the species overlap region.  DataFurnace 
encourages you not to throw good data away. 

DataFurnace has non-Rutherford cross-sections for 4He on H and 4He on D built in.  See the NDF Manual. 
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7.13. The NRA forward model 

DataFurnace supports non-resonant NRA.   

In resonant NRA depth profiles are obtained by windowing the energy spectrum of the detected species and 
plotting number of counts in the window against incident beam energy.  DataFurnace does not support this. 

A NRA spectrum is generated with the same sort of algorithms that are used for RBS and ERD.  There is an 
incident beam pathlength, an interaction, and an exit beam pathlength.  All that is required extra is to specify the 
(non-zero) Q value of the interaction.  However, there is a systematic difficulty with NRA which is that in some 
circumstances the energy of the detected particle is not a monotonic function of energy.  A correct algorithm is 
therefore used by DataFurnace for NRA which is different from the simpler one used for RBS/ERD.  See 
N.P.Barradas,  R.Smith,  Simulated annealing analysis of nuclear reaction analysis measurements of 
polystyrene systems,  J.Phys.D 32 (1999) 2964-2971 for more details.   

See the NDF Manual for the syntax of the geometry file for use with NRA.  It is advisable to check that WiNDF 
is constructing the geometry file correctly:  bugs may remain in beta versions. 

7.14. Time of flight (ToF) spectra 

DataFurnace supports ToF analysis since the DE detector can be implemented using a foil in front of the E 
detector.  DataFurnace does not include the software packages for handling the 3D DE-E plots.  These special 
packages are really part of the data collection system.  See comments above for foil analysis and ERD analysis. 
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8. DataFurnace Facilities 

This section assumes that you have understood all the terminology introduced in the section above: "Use of the 
DataFurnace".    

Accelerators are supplied for the most common commands - these are specified on the commands themselves 
(eg. ^O for "Batch/Open batch").  Also we have tried to supply keyboard commands parallel to mouse 
operations, such as "(altB)O" for "Batch/Open batch".  This is because keyboard commands are often faster to 
use, and because a range of input modes can help in avoiding repetitive strain injury. 

8.1. Overview 

Batch manipulation commands: add/delete sample, open/save batch etc 

Spectrum commands: add/delete spectrum, display spectra etc 

Setup commands: add/replace/edit geometry & structure files, setup NDF parameters,  setup defaults 

Run commands: run sample/samples/batch, run simulation 

View commands (3 display windows): fit to the data, fitted depth profile, elemental profiles from partial spectra 

View commands (2 text windows): the Results file, the log file 

8.2. On-Line Help 

The on-line "Manual" has a number of articles which may be useful. 

Context sensitive help is often available on the F1 key.  Complete details for some functions are given here. 

On-line help will be improved in later versions of DataFurnace. 

8.3. Graphical display windows 

There are four main graphical display windows: two of these are for spectral data ("plot spectra" and "data fit") 
and two for graphical display of depth profiles ("best structure" and "profiles").   

All have standard "File" commands: Open/Print/Copy, where the default printer is used and the images can be 
copied to the clipboard.  All have standard formatting commands under "Options" where the colour and style of 
both data and text can be changed. The system remembers these settings. 

The "File/Open" commands are intelligent: files of the correct format will be looked for.  Some windows will 
open files of various formats, so that the data fit window will open both the fit files and the partial spectra files, 
and the best structure window will also open the error estimates files (if they exist). 

The spectral display windows have full data manipulation facilities, but the depth profile windows only allow 
integration in RoIs. 

8.4. Displaying the spectra 

Spectra may be displayed with the "Spectra/Plot spectra" command as soon as they appear in the "Filenames" 
window provided they have the default data type (see the "Setup/Defaults" command).  This is convenient for a 
quick inspection of data. 

Spectra which are associated with geometry files will be displayed if they have the data type specified in the 
geometry file.  You can mix associated and not-associated files. 
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When the display window is opened it displays the files specified in the WiNDF main window.  But after it is 
opened it is independent of the main window and you can use the "File/Open" command to open other files at 
will. 

Facilities provided in this window for charge normalising data only work for files associated with a charge. 

8.5. Integrating in regions of interest 
All data display windows allow integration in regions of interest (RoIs) using the "Tools/RoIs" command.  For 
the spectral display windows the results are in counts.  For the profile display windows the results are in thin film 
units (1015atoms/cm2).  Note that proper thin films units are used even for molecular profiles. 

Note that for the Profiles ("ViewNDF/Profiles") display you can integrate at a negative depth. 

8.6. Spectrum manipulation: the " file math data"  buffer 

Spectra can be added, subtracted, multiplied or divided by other spectra or a constant in specified RoIs.  There is 
a single results "file math data" buffer that can also be manipulated similarly.  The buffer can be stored to a 
filename with a specified file type and then treated like a spectrum in its own right. 

The spectra calculated from the fitted structure may be saved for further manipulation with the "File/Save fit to 
file" command in the datafit window. 

8.7. Polynomial fitting: the " polyfit"  buffer 

In the spectral display windows you can make polynomial fits up to the fourth order to specified spectra (or the 
data buffers) in specified RoIs.  You can use up to six RoIs which can be either non-contiguous or overlapping. 

The calculated polynomial coefficients are displayed in the window opened by the "Tools/Addpoly" command.  
This window can also be used to supply coefficients and display the appropriate polynomial (it's fun, try it: but I 
am not sure what use this is!).  The result can also be stored as a "spectrum". 

8.8. Channel number to mass conversion 

This is provided only in the spectrum display window ("Spectra/Plot spectra"), and only for spectra associated 
with a geometry file.  The display box shows below the window banner shows the channel number and then the 
counts per channel in that channel number for all the displayed spectra in the first row; in the second row 
("surface mass") is the value of the mass whose surface signal would be at that channel number for all the 
displayed spectra. 

8.9. Charge normalising data 

Data can be displayed raw or charge normalised.  The collected charge for a spectrum is taken to be the charge 
currently associated with that spectrum.   

Note that fitting is always done to raw data, since otherwise the statistics are unreal. 

8.10. Displaying the fit 

NDF ouputs the fit as a file which echoes the data as well.  This is because the data may have been compressed 
and so may have a number of channels different from the original data.  Thus the datafit files always have pairs 
of spectra: data and fit.  If there are three spectra for the sample the datafit display will have three pairs of spectra 
- six spectra! 

The fit may be saved for further manipulation with the "File/Save fit to file" command. 
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8.11. Spectrum simulation 

Spectrum simulation is typically done to compare with real data, and NDF is run in a special mode that only 
activates the forward model code.  Therefore, naturally, the output is in the datafit file. 

The data file (spectrum) that is used, is whatever file is associated with the appropriate geometry file.  Note that 
nothing is done with this file, it does not take part in the calculation at all. 

Sometimes we do not wish to compare with a real spectrum: for example, if we simply want to know what the 
spectrum of a given sample would look like when designing an analysis.  In this case simply supply a null 
spectrum using the "Spectra/Add null spectrum" command. 

To run a simulation the batch file must have been saved, even if you are using a null spectrum.  This means that 
you have to supply geometry and structure files.  Then you can run repeated simulations very easily, modifying 
the ndf.prf file as desired.  Note that WiNDF opens an independent Notebook window for your convenience, but 
will start NDF when you close the dialog box (unless you abort).  NDF reads ndf.prf, and you can put anything 
you like in it.  You can read a different file, modify it and store it as ndf.prf.  Note that every NDF run writes the 
resulting profile as a PRF file. 

8.12. Local minimisation 

Use this feature when you have a structure that is qualitatively correct.  Use the "Setup/NDF/Setup" command 
selecting the "Local Min Only" speed.  You will be invited to modify ndf.prf, as for simulation. 

Local minimisation does not change the number of layers in the structure given in ndf.prf.  Also if one of the 
elements of a layer has a concentration of zero local minimisation will not change it. 

Note that this routine will obey the restrictions of the structure file.  Strange things can happen when inconsistent 
restrictions are specified: check the results file which gives you a warning if this has happened. 

Local minimisation can be controlled more closely with the "Custom Cooling" option. 

8.13. Fitting " fast"  and " slow"  

You can select one of 5 speeds from "ultra-fast" to "ultra-slow" in the window opened by the 
"Setup/NDF/Setup" command.  For closer control of the simulated annealing parameters you have to use the 
"Custom Cooling" option. 

8.14. Displaying the partial spectra 

When NDF simulates a spectrum from a structure it creates a separate spectrum for each element (not molecule!) 
of the structure.  The final simulated spectrum is the sum of all these partial spectra. 

It is frequently desirable to see how a spectrum is built up of its various elemental signals so that the meaning of 
various features can be seen.  DataFurnace allows you to look at the partial spectra of one spectrum at a time. 

Use "Files/Open separated spectra" in the datafit window. 

You can change the way these display (colour & thickness of lines etc) by using the window opened by the 
"Options/Plot" command. 

8.15. Displaying the fitted depth profile 

The result of the Datafurnace fit can be seen graphically in the display window opened by the 
"ViewNDF/Best_structure" command. 

This is a fundamental DataFurnace function.  The first question to ask is, how good is the fit?  This display 
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should always be used first to see the answer to this question. 

8.16. Displaying the depth profile calculated directly from a spectrum 

This calculation can be seen graphically in the display window opened by the "ViewNDF/Profiles" command. 

This calculation shows the elemental depth profile separately for each spectrum, calculated channel by channel 
directly from the data.  In fact, the calculated partial spectra for all the elements except the one being displayed 
are subtracted from the measured spectrum (after pileup and the "multiple scattering" correction have been 
removed from it).  So the depth profile for the specified element will reflect both the real data and any problems 
there are with the forward model.  If, for example, you haven't bothered with a "multiple scattering" correction 
the fit is unlikely to be good at low energies.  Then the substrate concentration on this plot may exceed 100% by 
quite a lot! 

This calculation is similar to the RUMP "Profiles" command, except that we do it correctly since we use a 
self-consistent depth dependent stopping power calculated directly from the fitted best structure.  Also we can 
extract an elemental signal from the spectrum correctly even where there are overlapping signals since we have 
all the partial spectra. 

There are at least two sorts of circumstances in which this function is very valuable.   A low dose implant, say As 
into Si for example, may give a perfectly visible As profile on a log plot, but because there are not very many 
counts it can be very difficult to get DataFurnace to recognise that there is any As there at all.  Even if 
DataFurnace does see some as it is likely to have a very coarse structure.  In this case we can simply get at the 
profile with this calculation.   

The other important case is where we want to compare spectra from two (or more) different detectors.  Clearly it 
is the same sample so that the profiles from both detectors should be equal.  Then this plot shows two almost 
independent measurements of the same thing.  This is a very good way to estimate the instrumental error in 
accurate work.  See the Examples on Fe implant profiles in Si and on accurate RBS. 

8.17. Displaying the results 

A text file summary of the result of the calculation is opened with the command "ViewNDF/View results". 

This is a fundamental DataFurnace output and should always be inspected before a fit is accepted.  If the 
structure file is inconsistent the warning is in this file.  The fitted layer structure is shown in this file. The actual 
values of the charge, energy calibration and "multiple scattering" parameters (which are tweaked in the latter 
part of the calculation) are also recorded here. 

The various parameters of the fit are also recorded here, so this file is important for keeping a traceable record of 
the calculation.  WARNING: Note that the "nm" column of the results depends on the densities used.  We give 
no guarantees about the correctness of these densities. 

8.18. Displaying the log 

A text file summary of the result of the calculation is opened with the command "ViewNDF/View log". 

This records the start and end time of the calculation, useful to get the run time. 

8.19. Linear depth scales 
Depths can be calculated in nm instead of thin film units provided the densities are known.  Thin film density is 
often a poorly defined quantity, and DataFurnace treats this as the responsibility of the user.  The default is that 
elemental densities are used, and combined linearly for each layer.  This is clearly a very poor calculation. 

The user can input densities in the structure file.  This is likely to give reasonably realistic results provided the 
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chemistry of the sample is respected.  Thus, for example, if O is present you should try to fit it with molecules 
representing the likely oxides present, including appropriate densities.  If you use free O then DataFurnace will 
use a nominal density of "solid O" in linear combinations with the other constituents.  You can imagine how 
accurate this is likely to be! 

Linear depth scales are supplied for the profile display windows. 

In any case you should beware of results since the densities of thin films are well known to differ significantly 
from the bulk density of the same material.  Remember that the natural unit of depth for IBA is the thin film unit. 

8.20. High quality hard copy 

You can copy the graphical display windows as a WYSIWYG image to the clipboard with the "Files/copy" 
command in the windows.  This can then be pasted into Word etc. 

Simple control of the display is provided with the "Options/Font" and "Options/Plot" commands in the display 
windows.  Control of the line and symbol type and colour, the legends, and the axis thickness is given by "Plot".  
Control of the text font type and size is given by "Font". 

NDF output files are all Ascii and can easily be read into your own graphics packages if you need more control 
of the plotting.  The syntax is given in detail in the NDF Manual. 

8.21. What a report should contain 
The report of a fit of a sample should contain at least three elements in general.   

(i) You should always show the fit itself (the Datafit display window) so that others can see how closely 
consistent the fitted structure is to the data.  But remember that a structure that is  consistent with the data 
is not necessarily a structure that you believe.  IBA data is often remarkably ambiguous. 

(ii) You should display the fitted structure (the Best structure display window) since obtaining the depth 
profile is the purpose of the analysis. 

(iii) You should show the Results text file.  This has a lot of information that validates the results.  Of course, 
the Results text file only points to a lot of information, such as the names (but not the contents) of the 
geometry and structure files.   However, we have tried to put all the critical information into this file.  
The analyst has to decide what other information is required. 
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9. Fur ther  Use of the DataFurnace 

In this section we give complete details to enable you to know exactly what is going on, in particular to enable 
you to make the best use of the NDF Manual. 

Please note that nothing is stopping you from running multiple copies of WiNDF, but you can only run one copy 
of NDF.  Sometimes it is useful to have different versions of WiNDF so have different displays running 
simultaneously.  It is tedious to set up the display window parameters, and if you need two views you can 
become very frustrated. 

9.1. Setting up NDF 

The command for opening the NDF setup window is "Setup/NDF/Setup".  These options control the values of 
the parameters in the NDF command line.  These are documented in the NDF Manual.  (The WiNDF user should 
not need to check up on this.) 

Local Min Only:  Local minimisation option.  No simulated annealing is done.  The structure specified in 
the ndf.prf file is optimised. 

Speed: Five options between "ultra-fast" and "ultra-slow" 
Custom Cooling: Takes parameters for simulated annealing from ndf.tcn file.  See NDF Manual. 
Compression: Input data will be compressed by summation to output spectrum size specified.  So if 

input data is 1024 channels and 256 channel compression is specified every four 
channels of the input spectrum will be summed to one channel of the output spectrum.  
More compression reduces the NDF calculation time.  Please note that the geometry file 
refers to the raw data: that is uncompressed.  That is, the geometry file RoI is in 
uncompressed values, as is the keV/channel value. 

Isotopes: Natural isotope abundance is assumed and separate spectra calculated internally for 
each isotope.  Takes significantly longer to calculate. 

Smooth: The use of this smoothing routine is not recommended.  In any case, smoothed data 
should not be given to NDF: it is invalid to do chi-squared tests on smoothed data. 

Convolute FWHM: You can turn off the detector resolution convolution if you wish.  This speeds up the 
NDF calculation. 

Bayesian Inference: This option creates a file called MCMC.BI.  This option should always be used with 
custom cooling.  See the NDF Manual. 

9.2. Running NDF 

When WiNDF runs NDF it writes a file NDF.BAT and executes it.  This file has the NDF command that is 
documented in the NDF Manual. 

Run Batch:  This is a simple command.  No other files are needed.  NDF is run sequentially with the same 
conditions (speed etc) for all the samples in the batch. 

Run Sample: This writes a file NDF.ORD and adds an extra parameter to the simple command line in 
ndf.bat.  NDF is run for the current sample only. 

Run Samples: This writes a file NDF.ORD and adds an extra parameter to the simple command line in 
ndf.bat.  NDF is run for the specified samples only. 

9.3. Using the Structure file 

Please check the syntax of this file in the NDF Manual. 

Please note that the structure file works in terms of molecules: logical elements.  (These can of course be 
elements.)  Complex glasses with ten and more components can be treated as a single molecule. 

Min Layer Thickness: Minimum layer thickness in thin film units.  Make sure that this is less than the thinnest 
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layer you are expecting in your sample.  Note that metal layers much thinner than the 
nominal depth resolution give a large signal.  So although depth resolution is not usually 
much better than 100TFU you may have to have a MLT <10TFU to allow thin enough 
metal films.  However, in general choose this value as large as is reasonable to reduce the 
size of state space. 

Max Layer Thickness: Maximum layer thickness in thin film units.  Sometimes a multilayer sample has very 
many thin layers.  NDF does not recognise this automatically with the current algorithms 
and sometimes it needs encouragement to have enough layers.  It is rarely necessary to 
use this feature. 

Both of the above parameters apply to the structure file as a whole.  The next parameters apply to each molecule 
separately.  The "Matrix Material" window is the molecule selector. 

Minimum depth: Default is 0.  Units are thin film units. 
Maximum depth: Default is 0, in which case there is no limit on the maximum depth.  Units are thin film 

units.  Execution time is rather less if a limit is given.  These limits should not be more 
tightly drawn than essential to get DataFurnace to find a suitable fit. You can use the Best 
Structure plot to get a rough idea of the depth scale. 

Minimum Conc: Minimum relative concentration is zero. 
Maximum Conc: Maximum relative concentration is unity.  Again, avoid using these restrictions where 

you can.  Remember Occam's Razor.  Restrictions here are imposing assumptions on the 
fit, and you should try to minimise such assumptions. 

Substrate: Tick this box to make the molecule the substrate material.  Only one molecule can be 
made the substrate (the result of violating this is undefined).  NDF will have a preference 
for making the last layer of the structure a thick layer of this molecule.  This is a valuable 
simplification, and where you know what the substrate is do make sure to say so. 

Delta: "Delta" refers to the delta function: either 0 or 1.  Ticking this box makes NDF insist that 
any layer with any of this molecule is purely this molecule. 

9.4. Using the Geometry file 
Please refer to the detailed syntax in the NDF Manual.  The WiNDF editor has not implemented all the features 
of NDF.  For more advanced applications it is advisable to check that WiNDF is writing the file correctly by 
editing the geometry file directly with a Windows editor.  The Notepad editor is very suitable. 

Please note that the geometry file works in terms of the list of real elements (not molecules) that are in the 
sample.   

9.5. Using the " multiple scattering"  correction 

NDF does not calculate multiple or plural scattering.  We have to use a simple single scattering model for 
reasonable computation times.  The user is advised to use SIMNRA (obtainable from the Sigmabase web site) 
for a useful calculation of double scattering (see Eckstein & Mayer, NIM B153, 2000, 337 for an evaluation of 
this code). 

However,  NDF does permit the user to modify the forward model used by supplying a polynomial correction 
multiplyer for specified  partial spectra.  These polynomial corrections can be determined ad hoc from the 
spectra (that is,  you can force NDF to fit the data perfectly),  or can be supplied from off-line calculations (by 
SIMNRA for example).  The user should be aware that slit scattering can contribute considerable low energy 
signal as well as multiple scattering effects. 

By default,  NDF will allow the polynomial coefficients to change somewhat during the later parts of the fit.  
This can be prevented or controlled by using the ªCustom Coolingº option. 

This polynomial correction has been described in detail in §7.6 above.  General tools have been supplied to 
manipulate spectra,  fit polynomials to data,  and write the calculated coefficients into selected geometry files.  
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The description looks a little complicated,  but the execution is very fast. 

9.6. Local minimisation 

This has been described in detail in Example §5.1.   

In some cases with many elements NDF may not find a good fit.  In these cases the user often knows the 
approximate structure of the sample.  Then the simulated annealing part of the algorithm can be bypassed, and 
NDF will take the user’s suggested structure and adjust all the parameters simultaneously (using a grid-search 
algorithm) to minimise the chi squared difference between the calculated spectrum and the data. 

This facility is an enormous help for the traditional manual fitting method.  Repeated simulation in the usual way 
can identify a rough proposed structure, which is then easily optimised with local minimisation.  Note that NDF 
outputs the calculated structure in a *.PRF file (as well as in the *.RES file):  this can be renamed NDF.PRF and 
fed back directly into NDF.  Thus sample 3 of batch BATCH will have the output in BAT03.PRF. 

The user,  being a skilled analyst,  may see that he/she can improve on the fit that NDF finds.  Then the * .PRF 
output of NDF can be modified appropriately,  and optimised using local minimisation. 

9.7. Custom Cooling 

This uses the NDF.TCN file to give the user control over many parameters used in simulated annealing.  These 
are described in detail in the NDF Manual. 

A common use of Custom Cooling is to prevent NDF from modifying the calibration parameters.  By default 
NDF will adjust the charge, the energy calibration and the ªmultiple scatteringº polynomial parameters in the 
later parts of the fit.  This has to be prevented for certain types of analysis (see Example 5.8).   

Custom Cooling must be used when Bayesian Inference (q.v.) is selected. 

9.8. Bayesian Inference: depth profile error bars  

This is described in the NDF Manual.  If Custom Cooling is not used then arbitrary results will be obtained.  

 

 


